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Abstract

We study a problem in which a decision maker repeatedly chooses among alternatives
with uncertain rewards and learns about their worth by experiencing them. We allow the
rewards from di¤erent alternatives to be statistically dependent, so the decision maker�s
problem is an instance of a multi-armed bandit with dependent arms. We provide a com-
plete characterization of an optimal policy for a class of bandit problems that display
complementarity between the unobserved state and the decision maker�s action. We prove
that the optimal policy is monotone in beliefs and takes a simple partition form. Our result
also allows us to characterize equilibrium allocations in a market where decision makers
strategically experiment even when information externalities generate ine¢ ciencies. Fi-
nally, we show how our analysis can be applied to economic models of R&D, matching in
the labor market, and choice of product variety for experience goods to generate predictions
consistent with the data.

�The views expressed herein are those of the authors and not necessarily those of the Federal Reserve Bank of
Minneapolis or the Federal Reserve System.
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Many problems in economics have been modeled as multi-armed bandit problems in which

a decision maker repeatedly chooses among a given set of alternatives, or arms, with unknown

rewards and learns about their worth by experiencing them. The classic example of such a

problem is how to optimally play two or more slot machines (�multi-armed bandits�) with inde-

pendent unknown probabilities of success. The standard characterization of the solution to such

problems relies critically on the assumption that the rewards from di¤erent arms are statistically

independent. In many applications, however, it is natural to assume rewards are correlated, so

the resulting bandit problem has dependent arms. Here we consider a class of dependent bandit

problems that display complementarity between the unobserved state and the decision maker�s

actions. For this class, which nests and extends many popular applications, we characterize an

optimal policy for an individual in isolation and show that it has a simple partition form. We

then extend this result to a market setting in which oligopolistic �rms strategically experiment

and equilibrium is typically ine¢ cient. Finally, we argue, via examples, that the resulting policies

are qualitatively consistent with several observed patterns of learning and experimentation.

The problem of a decision maker faced with alternatives yielding unknown rewards has fea-

tured prominently in the economics literature since its original formulation by Robbins (1952) as

a natural framework to model the repeated choice of an experience good. The key tension in this

problem is that, in order to maximize payo¤s, the decision maker must balance the cost of devi-

ating from the action with the highest static return against the gain from undertaking another

action which provides greater information about the worth of the available alternatives. This

framework has proved useful in modeling behavior in a variety of decision�theoretic and strategic

settings in which information acquisition is a central component of the choice problem. These

include the optimal phases of development of R&D projects with unknown returns, matching

between workers and jobs in a labor market when the quality of matches is unknown, oligopoly

pricing when consumers�tastes for product characteristics are unknown, and many others (see

the reviews by Sundaram (2003) and Bergemann and Valimaki (2006)).

We argue that in many economic settings the assumption that arms are independent is a

poor approximation to the choice problem faced by decision makers. For example, imagine a

pharmaceutical company designing the trial phases to test a newly-developed drug. Since a

successful drug will pass all of these phases then the outcomes of these phases, which correspond

to the arms of a bandit, are naturally correlated. Next, consider matching a worker of unknown
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ability with one of many possible jobs. If ability has a common component across jobs, either

within a �rm or across �rms, then the matches of a worker to various jobs, which correspond to the

arms of a bandit, have correlated outcomes. Finally, consider the problem of �rms competing

for a consumer in a market for experience goods in which the consumer chooses between the

products of two �rms. If the consumer has an unknown taste for the products of a certain brand

(say, Gucci rather than Versace), perhaps because of their distinctive style, then the consumer�s

values of a brand�s products, here the arms of the bandit, are correlated across the products of

that brand.

In each of these applications the correlation of outcomes across choices fundamentally alters

the pattern of optimal choices relative to the standard case with independent outcomes. Specif-

ically, the key implication of the optimal policy in the standard case of independent arms is its

�stay-on-a-winner�property, namely the property that actions should be abandoned only after

these actions prove unsuccessful. In contrast, the key implication of the optimal policy in our case

with dependent arms is its �abandon-a-winner�property, namely that successful actions should

be abandoned in favor of actions with the potential of higher payo¤s in good circumstances.

We argue that this �abandon-a-winner property� is consistent with several regularities in

applied settings. In the R&D example, our model implies that if a drug is successful at initial

stages of testing it will naturally be submitted to more advanced stages of testing, and then

launched in the market, while the standard model implies that success at early stages simply

leads testing to get stuck at the initial stage. In the job matching example, our model implies that

success at low-level jobs leads to promotion to higher-level jobs, while the standard model implies

that success at any job simply leads the worker to get stuck in that job. (For some empirical

evidence supporting the link between promotion and good performance see Lazear (1992), Baker,

Gibbs, and Holmström (1994), Gibbs and Hendricks (2004), and Belzil and Bognanno (2008).)

While the characterization of independent arm bandit problems is well-understood, the char-

acterization of dependent arm bandit problems is known to be di¢ cult because, unlike in the

independent arm case, a signal from any one arm a¤ects the decision maker�s beliefs about the

worth of all arms. In this paper, we develop a characterization result for a class of dependent

arm bandit problems both for individual decision makers acting in isolation and interacting in a

market.

In the single-agent setting, in each period a decision maker chooses to undertake one of a given
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set of actions which yield stochastic unknown rewards. Speci�cally, the distribution of rewards

associated with the choice of any action depends on an unknown state of the world, high or low.

We assume two key conditions on static rewards, monotonicity and single-crossing. Monotonicity

requires that the expected reward from any action is higher in the high state than in the low state

and thus induces an order on states. Single-crossing requires that the static expected rewards of

any two actions cross once as the prior that the state is high increases from zero to one. This

single-crossing condition induces an order on actions based on their static rewards: when the

state is high, higher actions lead to higher static rewards than do lower actions and when the

state is low, higher actions lead to lower static rewards than do lower actions. In this sense,

this condition assumes complementarity between states and actions. (Note that for simplicity of

exposition here we focus on the two-state two-signal case and in the Supplementary Appendix

we show that our characterization of an optimal policy immediately extends to the more general

case of multiple states and signals.)

We prove that under our two key conditions the optimal policy is monotone in beliefs in

that higher actions are optimal at higher beliefs. Hence, we can partition the beliefs in the unit

interval so that at the lowest interval the lowest action is taken, at the second lowest interval

the second lowest action is taken, and so on. Interestingly, our key assumptions only impose

an order on static expected rewards and place no particular order on the information content of

di¤erent actions. Nonetheless, our result shows that optimal actions can be dynamically ordered

in the same way they are assumed to be statically ordered. We also provide simple examples

which show that when either of our key conditions does not hold, the optimal policy may not

exhibit any monotone order of actions in beliefs.

We then consider a market setting with two oligopolistic �rms and show how our results

can be applied. We set up the model to be consistent with several di¤erent interpretations and

show how it can be specialized to two speci�c settings: in one, �rms compete for workers of

unknown quality and in another, �rms compete in prices for a consumer with unknown taste

for the product varieties o¤ered by each �rm. We show that the o¤ers of each �rm maximize a

�rm-speci�c planning problem to which our main characterization result applies. Then we show

that the consumer�s choice between o¤ers solves a restricted planning problem. Further, we

establish that when the set of decision makers�actions taken together satisfy our monotonicity

and single-crossing conditions, then the solution to the restricted planning problem has the same
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partition form as does the solution to the single decision maker problem. Thus, in general

even though strategic externalities generate ine¢ ciencies in equilibrium, we can characterize

equilibrium allocations as solutions to two types of arti�cial planning problems. Moreover, our

main characterization result for single decision maker multi-armed bandit problems applies to

each type of arti�cial planning problem separately.

The main point of our paper is to characterize allocations in which decision makers face

multi-arm dependent bandit problems, both in isolation and in a market setting. As such, our

paper is most closely related to two literatures.

In the literature that characterizes allocations in multi-armed dependent bandit problems

in isolation, the most relevant papers are Keller and Rady (1999) and Camargo (2007). Keller

and Rady study a monopolist who learns about market demand, which, technically at least, is a

single-arm problem. But, since this monopolist can �nely choose experimentation intensity, there

is a sense in which each level of intensity can be interpreted as a di¤erent arm. Camargo (2007)

analyzes a bandit problem with multiple states and signals but with only two arms. Moreover,

he assumes that payo¤s across arms exhibit a special type of negative correlation across states:

when the expected payo¤s for one arm are relatively high, the expected payo¤s for the other arm

are relatively low. In contrast, we study a problem with any �nite number of arms.

In terms of the literature that characterizes allocations in multi-armed dependent bandit

problems in a market, there is very little work. The work here focuses almost entirely on the

e¢ ciency properties of equilibrium and in most of it (almost all) decision makers have only one

arm. The standard references for this literature include Bergemann and Valimaki (1996 and

2000) and Felli and Harris (1996) who focus on a market equilibrium in which each �rm faces

a single arm problem. A noteworthy exception is Felli and Harris (2006) who study a model in

which, e¤ectively, each decision maker has two dependent arms, rather than many arms as we

do. Speci�cally, in Felli and Harris (2006) each decision maker can choose among N � 1 actions

with the same information content, which can be therefore collapsed into one arm, and a last

action with di¤erent information content. Also, Felli and Harris (2006) focus on e¢ ciency. In

contrast to all of this literature, we focus on characterization and, more importantly, we allow

for many arms.

There is also a somewhat related literature that studies bandit problems when each decision

maker has one risky arm in which expected payo¤s vary with beliefs and one safe arm in which
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they do not. Hence, no decision maker has multiple dependent arms. Standard references for this

work include Bolton and Harris (1999), Keller, Rady, and Cripps (2005), Keller and Rady (2010),

and Klein and Rady (2011). Here, the interesting correlation in information is across decision

makers: the risky arm of each decision maker is perfectly correlated with the risky arm of the

bandit of all other decision makers. In contrast, our problem features correlation in information

across the risky arms of the bandit of each decision maker. Moreover, when we consider multiple

decision makers, correlation emerges also across decision makers, as this literature does, but

instead of having only one risky arm we have an arbitrary number of risky arms.

Finally, in all this work, including our own, the initial distribution of types is taken as �xed.

For some recent work that endogenizes the entry of di¤erent types in a market, see Atkeson,

Hellwig, and Ordonez (2011).

1 Experimentation by an Individual

We begin by analyzing the problem of an individual decision maker acting in isolation. This

decision maker, who can be interpreted as a social planner, in each period chooses between a

�nite number of actions. Each action provides both a current reward and information about the

unknown state of the world. After setting up the basic model, we interpret it in several di¤erent

ways: as a description of a research and development problem, as a job assignment problem, and

as a demand problem of quality choice for experience goods.

We impose two conditions on static rewards, a monotonicity condition that introduces an

order on states and a single-crossing condition that imposes an order on static payo¤s. Our main

result is that the solution to the dynamic choice problem is characterized by a unique partition

of the state space which preserves the static ordering of actions implied by single-crossing. Inter-

estingly, the optimal dynamic order of actions preserves the static order of actions regardless of

the degree of informativeness of di¤erent actions. Note, however, that the informational content

of di¤erent actions does a¤ect the range of beliefs over which an action is optimal and hence

a¤ects the realized sample paths of actions.

After establishing our main result, we give examples which illustrate how it may fail if either

the monotonicity condition or the single-crossing condition is relaxed.

Finally, we illustrate the model�s implications for sample paths of actions in the context of
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an R&D example.

1.1 Setup

Time is discrete and indexed by t = 1; : : : ; T where T can be �nite or in�nite. (For expositional

simplicity we set T = 1 and drop time subscripts whenever possible.) The decision maker

discounts the future by � 2 (0; 1). We normalize period payo¤s by (1 � �). In each period t;

the decision maker takes one of N actions, labeled by k: The state of the world can be one of

two values � 2 f�L; �Hg, referred to as low and high. Each action k leads to one of two possible

per period rewards, yHk and yLk, with probabilities �k and 1 � �k if the state is �H and with

probabilities �k and 1 � �k if the state is �L: We refer to the realization of reward yHk as a

success of action k and the realization of reward yLk as a failure of action k where yHk > yLk.

The success or failure of an action is observed by the decision maker. Let pt 2 [0; 1] denote

the beginning-of-period prior or belief of the decision maker that the state is high. The static

expected reward of action k when the prior is p is

y(p; k) � py(�H ; k) + (1� p)y(�L; k)(1)

where y(�H ; k) = �kyHk + (1� �k)yLk and y(�L; k) = �kyHk + (1� �k)yLk: Hence, y(�H ; k) and

y(�L; k) denote the static expected reward to action k when the state is high and low, respectively,

and y(p; k) is the static expected reward to action k if the prior is p. We sometimes rewrite (1)

as

y(p; k) = �kyHk + (1� �k)yLk + p(�k � �k)(yHk � yLk)(2)

and, for brevity, we refer to static expected rewards simply as static rewards.

Note that here we can think of the rewards yHk and yLk as the realizations of the decision

maker�s utility and y(p; k) as the decision maker�s static expected utility.

1.1.1 Our Key Assumptions

The two key conditions on static rewards we assume are a monotonicity condition

y(p; k) is increasing in p(3)
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and a single-crossing condition:1 for any two actions k and k0

y(p; k) and y(p; k0) cross once in p for p 2 [0; 1]:(4)

See Figure 1 for static rewards that satisfy these two assumptions.

Since yHk > yLk; it follows from (2) that our monotonicity condition is equivalent to

�k � �k(5)

which implies that a success of action k increases the decision maker�s belief that the state is high.

Note that our monotonicity assumption is straightforward to interpret: the expected reward of

each action is higher in the high state than in the low state, y(�H ; k) > y(�L; k):

Our single-crossing condition requires that no action statically dominates any other. To help

interpret it, note that we can equivalently write this condition as requiring that there exists an

ordering of the N actions, namely k = 1; : : : ; N; such that

y(�H ; k + 1) > y(�H ; k) and y(�L; k) > y(�L; k + 1); k = 1; : : : ; N � 1:(6)

To understand the restriction implied by this ordering, note that we can always label actions

according to their rewards in the low state: let action 1 be the action that gives the highest

static reward, action 2 the action that gives the next highest, and so on. Alternatively, we can

always label actions according to their rewards in the high state: let action 1 be the action that

gives the lowest static reward, action 2 the action that gives the next lowest, and so on. The

restriction implied by (6) is that when we label actions by their payo¤ in, say, the low state, then

under the resulting labeling, actions also satisfy the ranking implied by (6) in the high state.

This condition can be thought of as a strong form of supermodularity, which requires comple-

mentarity between states of the world and actions: when the state of the world is high, higher

actions lead to higher static rewards than do lower actions and when the state of the world is

low, higher actions lead to lower static rewards than do lower actions. Notice that the standard

supermodularity condition would be that

y(�H ; k + 1)� y(�H ; k) > y(�L; k + 1)� y(�L; k); k = 1; : : : ; N � 1(7)

namely, that any two static rewards y(p; k + 1) and y(p; k) cross at most once as p varies and

hence allows for statically dominated actions. Our condition (6) strengthens condition (7) to

1Note that such a single-crossing assumption has been used outside of the multi-armed bandit literature. For

example, Moscarini and Smith (2001) used a similar assumption in a non-bandit learning model of R&D.
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imply that any two static rewards cross exactly once, which ensures that no action is statically

dominated.

Finally, note that monotonicity and single-crossing imply monotonicity and increasing di¤er-

ences of static rewards de�ned by requiring that for k > k0;

y(p; k)� y(p; k0) is increasing in p:(8)

Throughout the remainder of the paper we will rely on the various implications of these alterna-

tive ways of stating our two assumptions without remarks.

1.2 Interpretations

We discuss here three interpretations of the general setup.

1.2.1 Research and Development

The �rst interpretation of our model is that of a research and development problem of a phar-

maceutical company taking a newly developed compound (drug) from its initial testing phases

to its �nal launch stage as a drug on the market. Here �L corresponds to the drug being inef-

fective or having dangerous side e¤ects and �H corresponds to the drug being e¤ective. Action

1 is uninformative, has a per period payo¤ normalized to zero, and corresponds to abandoning

research on the drug. Actions 2 through N � 1 correspond to the di¤erent phases of testing.

Each such action is informative but has negative per period payo¤s for all but relatively high

values of the prior. To help visualize these payo¤s, return to Figure 1 and imagine that we also

impose that y(p; 1) = 0 for all p and that there are a sequence of payo¤s y(p; k) for k = 1; 2; :::; N

with progressively steeper slopes.

This setup captures the idea that testing phases require expenditures but only generate

revenues if some successful spin-o¤ is discovered along the way. We think of these successful

spin-o¤s as occurring when a success is realized at the testing phase. The last action, action

N; has a large positive payo¤ when � = �H and a large negative payo¤ when � = �L. This

action corresponds to a full scale launch of the drug, which involves large setup costs, including

marketing and advertising, that will be recouped only if the drug is successful with high enough

probability.
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To interpret assumption (6) in this context, imagine that di¤erent phases of testing are ranked

by their input cost, y(0; k), namely the expected revenues of the project at p = 0. Here, (6)

requires that the return from early stages of testing be relatively �at in p, with low initial outlays

and expected revenues that only marginally increase with the promise of the project, as captured

by p, while the return from later stages be steeper in p, with larger initial outlays but expected

revenues that increase relatively quickly with the promise of the project.

1.2.2 Job Assignment Problem

We can also interpret the model as the problem of a �rm assigning a worker to one of N jobs at

which the worker�s talent or ability takes on one of two values, � 2 f�L; �Hg. Here �L corresponds

to low ability and �H to high ability. Each type of worker has one unit of labor that is supplied

inelastically each period to one of the jobs and has no disutility of work.

Here action k means assigning the worker to job k; succeeding in action k means producing

output level yHk and failing in action k means producing output level yLk: Hence, y(p; k) is the

expected output of a worker when the prior is p and the worker performs job k.

To interpret assumption (6), imagine that jobs are ranked by their complexity, from the

simplest job, namely job 1; to the most complex job, namely job N . Assumption (6) then

implies that for high ability workers, expected output is increasing in the complexity of the

job whereas for low ability workers, expected output is decreasing in the complexity of the job.

This assumption captures in a simple way the idea that more complex jobs are the ones for

which complementarity with individual talent is more pronounced or, equivalently, that jobs

can be ordered in terms of the extra value that a worker of greater ability produces. Such an

assumption is common in the job assignment literature. (See Sattinger (1975), Rosen (1982),

Waldman (1984a), and Gibbons and Waldman (1999).)

Here we consider how one worker is optimally allocated to a job. If we assume that a worker�s

productivity in a job is independent of other workers�assignments within a �rm, then the job

assignment problem with many workers will reduce to the job assignment problem of each worker

separately. We can thus consider our model as the job assignment problem of a planner allocating

each worker to a job.

Note also that our speci�cation of the production technology parallels those in the litera-

ture (see Waldman (1984a, 1984b), Bernhardt (1995), Gibbons and Waldman (1999), and the

10



references therein cited) in that a worker�s productivity is assumed to be independent of other

workers�assignments within the �rm.

1.2.3 Dynamic Demand for Branded Experience Goods

Finally, we can interpret the model as describing a consumer who in each period purchases a

single unit of one of N experience goods produced by a �rm. These goods are thought to be

products of a given brand and range from relatively less sophisticated goods to relatively more

sophisticated goods. Here � corresponds to the quality of the match between the consumer�s

taste and the brand with �L and �H corresponding to a poor and a a good match respectively.

The rewards, yHk and yLk, are the consumer�s realized value for the good.

For one application, consider the market for electronics and imagine the brand to be Samsung.

In one interpretation, the complexity of the products varies with the degree of sophistication

of the goods in a given product line, such as cellphones, that range from baseline models to

complex models like smart phones. In another interpretation, complexity varies across product

categories, from categories of relatively simple goods, such as television sets, to categories of

relatively complex goods, such as laptops.

For another application, consider the market for furniture and imagine the brand to be Room

and Board. In one interpretation, the complexity of the products refers to di¤erent levels of

sophistication of a given product such as tables, which range from simple un�nished wooden

card tables to original models of elaborate design developed in-house. Here sophistication refers

to the consumer�s taste for the originality of the brand design rather than for the technical

sophistication of the product. In another interpretation, the complexity of the products di¤ers

across product categories, from relatively simple ones, such as pillows, to relatively sophisticated

ones, such as handcrafted leather sofa beds with delicate �nishing.

In this context, assumption (6) implies that for less sophisticated goods, which tend to di¤er

little across brands, the consumer�s expected valuation of the product does not vary much with

the quality of the match, but with more sophisticated goods, with characteristics that tend to

di¤er more across brands, the consumer�s expected valuation varies greatly with the quality of

the match. Intuitively, in the �rst example, the consumer�s value for simple electronics such as a

baseline model cellphone is almost insensitive to the quality of the match between the consumer

and the brand, while the quality of the consumer�s match in the case of smart phones, and, thus,
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the consumer�s valuation of the good, can vary greatly due to di¤erences in display graphics and

compatibility of di¤erent applications. By the same reasoning, in the furniture example, the

consumer�s value of an un�nished wooden table varies relatively little with the quality of the

match between the consumer and the brand, while the consumer�s value of a handmade leather

sofa bed with intricate patterns of stitching is quite sensitive to the quality of the match between

the consumer and the style of the brand.

1.3 The Static Analysis

As a warm-up for our later dynamic analysis, we suppose for now that actions are chosen simply

to maximize static rewards given the prior, so that learning plays no role. Here we show that

when actions are labeled as discussed after (6), we can prove the following proposition.

Proposition 1. Under (3) and (4), the static decision rule ks(p) is monotone in p in that if

action ks(p) is statically optimal at prior p, then the statically optimal action at a higher prior

p0 � p satis�es ks(p0) � ks(p):

Proof: We need to show that if action k is statically optimal at some prior p in that

y(p; k) = maxk̂2f1;:::;Ngfy(p; k̂)g then at some higher prior p0 � p; the statically optimal action

ks(p0) lies above k so that ks(p0) 2 argmaxk̂�kfy(p0; k̂)g: Since action k is statically optimal at

p it has higher payo¤s than all other actions at p, which obviously implies that if we restrict

actions to a smaller set of actions f1; : : : ; k � 1g; then y(p; k) � maxk̂2f1;:::;k�1gfy(p; k̂)g: Thus,

all we need to show is that if y(p; k) � y(p; k̂) for some k̂ < k then for p0 � p; y(p0; k) � y(p0; k̂):

But this follows from (3) and (4), which imply that for any k̂ < k, there exists a cuto¤ belief

p̂k such that y(p; k̂) > y(p; k) at any p < p̂k and y(p; k) � y(p; k̂) at any p � p̂k. Hence, if

y(p; k) � y(p; k̂), then p is above the cuto¤ belief p̂k, hence y(p0; k) � y(p0; k̂). This completes

the proof. Q:E:D:

This proposition does not guarantee that all actions are statically optimal at some p. Rather,

it allows for the possibility that some actions may optimally not be chosen. We label such actions

as redundant actions. To deal with redundant actions, we simply delete them and relabel the

remaining actions in increasing order starting from action 1 as f1; 2; : : : ; Ksg with Ks � N: For

example, if we start with 5 actions and actions 2 and 4 are never optimal, we relabel action 3 as

action 2, action 5 as action 3, and end up with the three actions f1; 2; 3g.

Clearly, ks(p) will be a function at all but the Ks � 1 points of indi¤erence between actions
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fps2; ps3; : : : ; psKg; where psk+1 denotes the prior at which y(p; k) = y(p; k + 1). (Note that if T is

�nite, these cuto¤s are time-dependent.) We adopt the convention that at points of indi¤erence

between any two actions, the higher action is taken, so that at psk+1; the statically optimal decision

rule speci�es action k+1: Under this convention, ks(p) implies a simple interval characterization:

take action 1 when p 2 [0; ps2), take action 2 when p 2 [ps2; ps3), and so on. We illustrate the static

policy rule and the interval characterization in Figure 1.

The rest of our analysis in the single decision maker case will be concerned with determining

how optimal policy rules di¤er from this static policy in a dynamic context in which actions are

important not only for their static values but also for their information content.

1.4 The Decision Maker�s Problem

We turn to developing the decision maker�s problem in the in�nite horizon economy. We use

the notation that the choice of action at time t is denoted by kt and a success of the action

is denoted by zt = H and a failure is denoted by zt = L. The timing of the model is such

that at the beginning of period t; having observed the past history of actions, successes, and

failures ht = (k1; z1; : : : ; kt�1; zt�1); the decision maker undertakes a period t action denoted by

kt = kt(ht). Let pt(ht) denote the prior at the beginning of period t associated with the history

ht and the initial prior p1.

Priors are updated in the obvious recursive way starting from p1 using Bayes rule. In partic-

ular, if pt is the prior that the state is high at the beginning of period t; and the action chosen

is kt; then if the outcome is zt = H; the updated prior pt+1 at the beginning of period t+ 1 is

PHk(pt) =
pt�k

pt�k + (1� pt)�k
(9)

while if the outcome is zt = L; the updated prior pt+1 at the beginning of period t+ 1 is

PLk(pt) =
pt(1� �k)

pt(1� �k) + (1� pt)(1� �k)
:(10)

We will say that action k is more informative than action k0 if the posterior after k is a mean-

preserving spread of the posterior after k0, that is,

PHk(p) � PHk0(p) and PLk(p) � PLk0(p)(11)
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as illustrated in Figure 2. We can manipulate the expressions in (11) to show that necessary and

su¢ cient conditions for action k to be more informative than action k0 are

�k�k0 � �k0�k and (1� �k0)(1� �k) � (1� �k)(1� �k0):(12)

A policy rule is a sequence of functions fkt(ht)g1t=1 which map histories ht into current actions.

We can write the decision maker�s problem in recursive form as follows. The state variable at the

beginning of period t is the current prior p. Suppose that action k is taken in the current period

(possibly nonoptimally) and the prior is updated according to (9) and (10). Let V (p0) denote

the value of the decision maker�s payo¤s at the beginning of period t+1 under the optimal plan.

Then, the value of these payo¤s at the beginning of period t is

Vk(p) = (1� �)y(p; k) + �EV (p0jp; k)(13)

where

EV (p0jp; k) = rk(p)V (PHk(p)) + (1� rk(p))V (PLk(p));(14)

rk(p) = �kp+�k(1� p) is the probability of a success of action k given the prior p, V (PHk(p)) is

the continuation value given the updated prior PHk(p) after a success, (1�rk(p)) is the probability

of a failure of action k; and V (PLk(p)) is the continuation value given the updated prior PLk(p)

after a failure. The Bellman equation for the decision maker�s problem can then be written as

V (p) = max
k
fVk(p)g:(15)

To set up our characterization of the decision maker�s problem, it is convenient to view the value

functions V (p) and Vk(p) as the unique �xed points of the corresponding operators. Speci�cally,

for any bounded and continuous function W (p) de�ned over p 2 [0; 1]; de�ne the operator Tk by

TkW (p) = (1� �)y(p; k) + �EW (p0jp; k);(16)

where EW (p0jp; k) is de�ned as in (14) with W replacing V . Technically, endow the space of

bounded and continuous functions over [0; 1] with the sup norm, denote it by C[0; 1]; and observe

that Tk maps C[0; 1] into itself. Likewise, de�ne the operator T over C[0; 1] by

TW (p) = max
k
fTkW (p)g(17)

so TW (p) is the payo¤ if the best action k is taken today (when the future rewards are evaluated

according to W ). Clearly, the operator T satis�es Blackwell�s two su¢ cient conditions for a
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contraction so the optimal value V is the unique �xed point of T (and Vk is the unique �xed

point of Tk). Thus,

TV (p) = max
k
(1� �)y(p; k) + �EV (p0jp; k)(18)

Vk(p) = TkV (p):(19)

1.5 The Tradeo¤Between Static Gains and Information Bene�ts

In the model the decision maker is uncertain about the distribution of rewards associated with the

available actions. Actions di¤er both in their current rewards and the information they provide

about the state of the world. The resulting problem is an instance of a multi-armed bandit

with correlated arms. Each arm corresponds to an action and since the rewards are (perfectly)

correlated across actions, the returns from the arms k = 1; : : : ; N are dependent. In this section

we set up the forces that the decision maker needs to trade o¤ in selecting the best action: the

static gain of one action over another and the information bene�ts of one action over another.

We then show that this information bene�t arises from the convexity of the value function V (p)

in p.

Consider any two actions k and k0. By de�nition, action k is preferred to action k0 at p if

Vk(p) > Vk0(p): We �nd it useful to use (13) to decompose this inequality into two terms, the

static gain in expected output from action k relative to action k0

y(p; k)� y(p; k0)(20)

and the information bene�t of action k relative to action k0; namely,

EV (p0jp; k)� EV (p0jp; k0):(21)

Now, action k is preferred to action k0 if, after applying discounting, the static gain of action k

relative to k0 is larger than the information bene�t of action k0 relative to action k. Of course,

if action k has both a static gain and an information bene�t relative to action k0, then it is

obviously preferred to action k0.

The information bene�t of one action over another arises from the convexity of the value

function V (p). This convexity implies that mean-preserving spreads of posterior beliefs are
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bene�cial. More precisely, when action k is more informative than action k0; de�ned as in (11),

and the value function is convex, then using (14) we have

rk(p)V (PHk(p)) + (1� rk(p))V (PLk(p)) � rk0(p)V (PHk0(p)) + (1� rk0(p))V (PLk0(p))(22)

which implies that (21) is positive. The intuitive idea is that the more spread out the posterior,

the greater the information acquired, and, thus, the more precisely the new action can be tailored

to the state. That greater informativeness of an action leads to that action having greater

information bene�t follows from the convexity of the value function as illustrated in Figure 3.

We state this convexity property here. The proof of Proposition 2 is in the Supplementary

Appendix.

Proposition 2. The value functions V (�) and Vk(�), k = 1; : : : ; N , are convex in p.

1.6 Characterization of the Decision Rule

As we have seen, a given action is optimal at a prior if the sum of the static gain and information

bene�t of that action is higher than for all other actions. Intuitively, then, to determine an

optimal decision rule it would seem that, because of the dependence across arms, in order to

dynamically rank actions, we would need to make detailed assumptions about both the static

gains and the information bene�ts of all actions simultaneously.

Our main result is that under conditions on static gains alone, actions are optimally chosen in

the same order (if they are chosen at all) as in the static order implied by (6). These conditions

are the same as those we assumed in the static analysis: monotonicity (3) and single-crossing

(4). Under these conditions we prove that the optimal decision rule admits a simple interval

characterization, analogous to the one in the static case.

Proposition 3. Under (3) and (4) the optimal decision rule k�(p) is monotone in p in that

if action k�(p) is optimal at prior p, then the optimal action at a higher prior p0 � p satis�es

k�(p0) � k�(p).

An immediate implication of Proposition 3 is:

Corollary 1. When actions are equally informative, the optimal decision rule in the dynamic

case is the same as in the static case.

We prove Proposition 3 below. Before we do so, we discuss both its interpretation and its

implications.
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1.6.1 Interpretation

Clearly, if we proceed analogously to the static case, by deleting dynamically redundant actions,

reordering them from 1 to K�; where K� � N; and by adopting the same convention about

points of indi¤erence as we did with the static decision rule, the dynamic decision rule implies

an interval characterization in which

[0; p2); [p2; p3); : : : ; [pK� ; 1](23)

form a partition of the unit interval. The optimal rule in any period t is then simply: if pt 2

[pk; pk+1), then take action k:

The somewhat surprising feature about this result is that it implies that the static ordering

of actions resulting from (3) and (4) is preserved in the dynamic decision rule, even though

this static ordering is consistent with any ordering of the information content of actions. To

understand this point, use (2) to rewrite the static reward from action k as

y(p; k) = ck +mkp(24)

with intercept ck = �kyHk + (1 � �k)yLk and slope mk = (�k � �k)(yHk � yLk). Thus, a given

static reward (24) is consistent with di¤erent levels of informativeness ranging from essentially

minimal (�k � �k close to zero) to maximal (�k � �k close to one). To understand how, �rst

choose �k and �k as desired and then adjust the rewards yLk and yHk according to

yLk = ck �
mk�k
�k � �k

and yHk = ck +
mk (1� �k)
�k � �k

:(25)

By the construction of yLk and yHk in (25), as the informativeness of action k varies the static

reward in (24) remains �xed. Thus, our two assumptions which order the static rewards are

consistent with any ranking of the informativeness of actions. For example, with, say 3 actions,

we could have action 1 most informative, action 2 the least informative, and action 3 somewhat

informative, or the reverse, or any other pattern we wish.

It is critical to note, however, that as we vary the informativeness of an action while keeping

the static reward constant, as we did in (25), the cuto¤s in the interval characterization will

adjust. Indeed, if we lower the information content of an action and adjust the rewards as in

(25), the interval over which the action is used may shrink and eventually disappear so that the

action becomes redundant. More generally, it should be obvious from the value function, de�ned
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in (13)�(15), that the static reward functions y(p; k) by themselves do not pin down either the

value function or the exact decision rule. Also, the set of nonredundant actions Ks may be

smaller or larger than the set of nonredundant actions K� in the dynamic case. Nonetheless,

our proposition shows that if these reward functions satisfy a simple static ordering, then the

dynamic decision rule entails an interval characterization that preserves this ordering.

1.6.2 Implications for Paths of Actions

We turn now to developing the implications of our proposition for the dynamic paths of actions.

Letting kH(p) and kL(p) be shorthand notation for k�(PHk�(p)(p)) and k�(PLk�(p)(p)), a complete

characterization of the optimal decision rule stated in recursive form is as follows. In any period

t, if the prior is p take action k�(p). If this action leads to success, then in period t + 1 update

the prior to PHk�(p)(p) and take action kH(p) while if this action leads to failure update the prior

to PLk�(p)(p) and take action kL(p).

To help visualize the implied paths of actions, it is useful to restate these implications in

terms of the interval characterization we derived above. To do so, we de�ne the inverse functions

of (9) and (10) by

P�1Hk(p) =
�kp

�k � (�k � �k)p
= qHk(p);(26)

P�1Lk (p) =
(1� �k)p

1� �k + (�k � �k)p
= qLk(p)(27)

and, for brevity, denote these inverses by qHk(p) and qLk(p). The interpretation of qHk(p) is that

a decision maker that starts with prior qHk(p) and succeeds in action k ends with prior p, while

the interpretation of qLk(p) is that a decision maker that starts with prior qLk(p) and fails in

action k ends with prior p: With these inverse functions in hand, we can now represent the rule

that speci�es the action to be taken after a success or a failure in a given action, say k; as a

partition of the interval [pk; pk+1).

To do so, �rst compute the optimal action after a success or a failure when the decision

maker has a prior at the extremes of the interval [pk; pk+1). We �rst consider what happens after

a success at pk and pk+1. At prior pk, a success leads to action kH(pk) � k while at prior pk+1
a success leads to kH(pk+1) � k + 1. That is, a success at the lowest belief at which action k is

optimal, namely pk, leads the decision maker to choose action k or higher, while a success at the
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highest belief at which action k is optimal, namely right below pk+1, leads the decision maker to

choose action k + 1 or higher.

Now, as we start increasing the prior from pk, then after a success in action k; the decision

maker continues to take the same action as after pk, namely kH(pk). This continues until we

reach a cuto¤ level of the prior at which the decision maker just barely �nds it optimal to choose

the next higher action, action kH(pk) + 1. Now, what will this cuto¤ level be? It will be the

prior such that if the decision maker succeeds at this prior in action k, then the decision maker�s

next period prior that the state is high is exactly pkH(pk)+1. In other words, the prior must be at

the inverse image of pkH(pk)+1 under PHk which we have denoted by qHk(pkH(pk)+1). We illustrate

this part of the construction in Figure 4.

Continuing in this fashion, we can construct a partition of [pk; pk+1). That is, after suc-

ceeding in action k; a decision maker that starts in [pk; qHk(pkH(pk)+1)) takes action kH(pk),

a decision maker that starts in [qHk(pkH(pk)+1); qHk(pkH(pk)+2)) takes action kH(pk) + 1 and so

on, until we reach a decision maker in the uppermost part of the interval [pk; pk+1), namely

[qHk(pkH(pk+1)); pk+1), who takes action kH(pk+1).

This result makes intuitive sense. Decision makers with the lowest priors in the interval over

which action k is optimal, namely those in [pk; qHk(pkH(pk)+1)), move up the smallest number of

�rungs�of actions, namely kH(pk)�k rungs. Decision makers with the second lowest priors in the

interval of priors at which action k is optimal, namely those in [qHk(pkH(pk)+1); qHk(pkH(pk)+2)),

move up one more action compared to those with the lowest priors, while decision makers with

the highest priors in this interval, those with priors in [qHk(pkH(pk+1)); pk+1), move up the largest

number of rungs, namely kH(pk+1)� k rungs.

We next consider what happens after a failure. The partition of [pk; pk+1) after a failure in

action k is completely analogous. Decision makers in the range [pk; qLk(pkL(pk))) for action k lower

their action the most rungs, namely by k � kLk(pk). Decision makers in the second lowest range

[qLk(pkL(pk)); qLk(pkL(pk)+1)) lower their actions by one less rung, namely k � kLk(pk) � 1, and

so on, while decision makers with the highest priors in this interval, namely those in the range

[qLk(pkL(pk+1)); pk+1), lower their actions by the least number of rungs, namely k � kLk(pk+1).

Notice, of course, that if action k is not very informative, there may not be much variation

in posterior beliefs and, therefore, no signi�cant change in the optimal action from period t to

period t + 1. For example, if action k is completely uninformative, both of these subdivisions
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collapse in that kLk(p) = kHk(p) = k for all p 2 [pk; pk+1), so that regardless of success or failure

in action k, action k is still optimal. More generally, if an action is not very informative, after

a success, decision makers choosing the lowest action will simply update their priors favorably

but will continue to choose the same action. For example, if pk � PHk(pk) < pk+1, then a

decision maker at pk takes the same action k but with a prior of PHk(pk) after a success in

action k. Indeed, if we let P nHk(p) denote the prior after n successes in action k starting from

p and if P n�1Hk (pk) < pk+1 � P nHk(pk), then it will take the decision maker with the lowest prior

undertaking action k a total of n consecutive successes to choose action k + 1 instead of action

k.

To make these implications a bit less abstract, interpret them in the context of our job

assignment example. Suppose our dynamic order of actions corresponds to the order of jobs

in a �rm�s internal hierarchy of job positions (see Baker, Gibbs, and Holmostrom (1994)). In

this case, the decision makers with the lowest and highest priors in an interval correspond to

the �worst�and �best�workers at a given job. Here moving up one rung corresponds to being

promoted by one level and moving down one rung corresponds to being demoted by one level. At

the end of the paper, we examine the implications of our result for the frequency of promotions

and demotions, and argue that our result helps explain the puzzle that workers are frequently

promoted but rarely demoted.

1.6.3 The Formal Argument

To prove Proposition 3 we start by noting that to establish it, we need only show that for all

actions k and k + 1,

Vk+1(p)� Vk(p) is increasing in p.(28)

This property implies that if at some prior p, action k + 1 is preferred to action k, then at any

higher prior p0 � p, action k + 1 is also preferred to action k. Notice that (28) is the dynamic

analog of the increasing di¤erences property in (8) in that it requires that the dynamic values

of the actions also display the property of increasing di¤erences. Here, of course, we need to

establish this property whereas in the static case we simply assumed it.

The di¢ cult part of the proof is to show that the property of increasing di¤erences of static

rewards y(p; k + 1)� y(p; k) implies that expected continuation values also display the property
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of increasing di¤erences in that EV (p0jp; k + 1)� EV (p0jp; k) increases in p, which then implies

(28), since

Vk+1(p)� Vk(p) = (1� �) [y(p; k + 1)� y(p; k)] + � [EV (p0jp; k + 1)� EV (p0jp; k)]

and the sum of functions which display increasing di¤erences also displays increasing di¤erences.

We establish the main result (28) in two steps. First, we prove that for any bounded and

continuous function W (p);

if UkW (p) is increasing then so is Uk [TW (p)](29)

where the operator Uk is de�ned by

Uk � Tk+1 � Tk:(30)

Second, once we have established that (29) holds, the rest of the proof simply relies on a standard

contraction mapping argument that shows that (29) indeed implies (28). The argument for this

second step is as follows. Start with an arbitrary function W in C[0; 1]. Since T is a contraction,

the sequence of functions fT nWg converges to V: Hence, iteratively applying (29) implies that

each element of the sequence fUkW ng is increasing. Since the set of continuous, bounded, and

increasing functions C 0; is a closed subset of C[0; 1]; the limit point of this sequence, namely

UkV = Vk+1(p)� Vk(p); is also increasing, which then proves our key result.

We now establish the �rst step, which is the heart of the proof. To do so assume that UkW (p)

is increasing where

UkW (p) = (1� �)y(p; k + 1) + �EW (p0jp; k + 1)� (1� �)y(p; k)� �EW (p0jp; k):

We need to show Uk [TW (p)] is increasing. We do so by proving that Tk+1W � TkW increasing

indeed implies that Uk(TW ) can be rewritten as the sum of terms like Tk+1[TlW ] � Tk+1[TlW ]

that are increasing for all l.

We begin by noting that a decision maker with a zero prior stays at this prior regardless of the

outcome (because PHk(0) = PLk(0) = 0 for all k) and that under (6), the highest static reward for

such a decision maker is attained by choosing action 1. Thus, a decision maker with a zero prior

today optimally chooses action 1 forever. So for all k; TkW (0) = (1� �)y(0; k)+ �y(0; 1). Hence,

with a zero prior, (6) implies that TkW (0) > Tk+1W (0) or that UkW (0) < 0. Using similar logic,

a decision maker with a prior of one stays at that prior and under (6) optimally chooses action N:
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Hence, TkW (1) < Tk+1W (1) so that UkW (1) > 0: Since Uk is continuous, the intermediate value

theorem then implies there exists a cuto¤ prior pk+1 such that UkW (pk+1) = 0, which together

with the hypothesis that Uk is increasing implies

UkW (p) < 0 for p < pk+1 and UkW (p) � 0 for p � pk+1:(31)

Clearly, combining the de�nition of T and property (31) we have that, when using W to

evaluate continuation values, the optimal action assignment rule under W is increasing in the

prior in that2

if p0 > p then k�W (p
0) � k�W (p):(32)

Observe next that the optimal policy rule may prescribe that some actions not to be taken.

Thus, there exist at most N � 1 cuto¤s, p2; p3; : : : ; pN and corresponding intervals I1 = [0; p2);

I2 = [p2; p3); and so on up to IN = [pN ; 1] such that, using indicator functions, we can represent

the optimal decision rule in interval form as

TW (p) = 1fp2I1gT1W (p) + : : :+ 1fp2INgTNW (p):(33)

We focus on the case with no redundant actions, so that there are N intervals, and the case with

one or more redundant actions is identical. We can now establish

Uk [TW ] = Tk+1 [TW ]� Tk [TW ] is increasing.(34)

Given our representation of TW in (33) we can write the right side of (34) as

1fp2I1g fTk+1 [T1W ]� Tk [T1W ]g : : :+ 1fp2INg fTk+1 [TNW ]� Tk [TNW ]g(35)

To complete the proof we will show that each term in (35) is increasing.

Consider, for example, the �rst term Tk+1 [T1W ]� Tk [T1W ]. Note that

Tk [T1W ] = (1� �)y(p; k) + �(1� �)y(p; 1) + �2EkE1W (p)(36)

so that

Tk+1 [T1W ]� Tk [T1W ] = (1� �) [y(p; k + 1)� y(p; k)] + �2Ek+1E1W (p)� �2EkE1W (p)(37)

2Note that we have indexed the assignment rule byW to make clear that the optimality of such a rule depends

on the arbitrary function W and thus may di¤er from the optimal assignment rule k�(p) derived using V .
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and using EkE1W (p) = E1EkW (p), and adding and subtracting the term �(1� �)[y(p; k + 1) +

y(p; k)], we can write (37) as

(1� �)2 [y(p; k + 1)� y(p; k)] + �E1 [Tk+1W (p)� TkW (p)jp; 1] :(38)

Both terms in (38) are increasing in p. The �rst term is increasing by (6). The second term is

increasing because if Tk+1W (p) � TkW (p) is increasing, then so is E [Tk+1W (p)� TkW (p)jp; 1].

This result follows because if p0 > p, then the posterior under p0 �rst-order stochastically dom-

inates the posterior under p. By a similar logic, each term in (35) is increasing in p and hence,

by (34), we know that Uk [TW ] is increasing in p. This result completes the proof.

The same logic applies to the case in which there are multiple states of the world and rewards,

as well as the case of imperfect correlation of states across actions, provided states, actions, and

rewards are suitably ordered. We establish our characterization result in this more general setup

in the Supplementary Appendix.

1.6.4 Nonmonotone Optimal Policies When Key Assumptions Violated

We now show that when we drop either of our key assumptions (3) and (4), we can easily construct

examples in which the optimal policy is nonmonotone in beliefs. Our �rst example violates our

monotonicity assumption but satis�es the single-crossing condition. Our second example satis�es

our monotonicity assumption but violates the single-crossing condition.

In the two period examples t = 1; 2 presented here (and similar ones presented later) we

think of period 1 as the present and period 2 as standing in for the entire future. Given this

interpretation, we write the present value of payo¤s as (1� �)y1 + �y2 and note that as we vary

� from 0 to 1 we can capture the behavior of decision makers with di¤erent degrees of time

impatience, from the extreme case of a very impatient agent (� = 0), for whom future payo¤s

do not matter at all, to the opposite case of a very patient agent (� = 1), for whom only future

payo¤s matter.

Example of Violation of Monotonicity. Consider a two period example with three actions

and suppose action 1 is informative, action 2 is uninformative, and action 3 is (close to) unin-

formative. As illustrated in Figure 5, action 1 violates monotonicity in that y(p; 1) is decreasing

in p, so �1 < �1 but single-crossing holds. As we can see, static payo¤s display the property of
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increasing di¤erences in that y(p; 2)� y(p; 1) and y(p; 3)� y(p; 2) are increasing in p: Hence, the

optimal static policy ks(p) is monotone: take action 1 in [0; ps2), action 2 in [p
s
2; p

s
3), and action

3 in [ps3; 1]. The continuation values of these actions, however, are nonmonotone. For example,

the continuation value of action 2;

EV (p0jp; 2) =

8>>>>><>>>>>:
y(p; 1) for p < ps2

y(p; 2) for p 2 [ps2; ps3)

y(p; 3) for p � ps3

is �rst decreasing (since y(p; 1) is decreasing), then �at, then increasing. Likewise, the continu-

ation values of actions 1 and 3 are also nonmonotone. Thus, when the discount factor is high,

the dynamic values of each action Vk(p) = (1� �)y(p; k) + �EV (p0jp; k) are also nonmonotone.

The gist of this example is that once we have nonmonotone dynamic values, it is easy to make

these values cross more than once and hence generate nonmonotone policies. We claim that if

the discount factor � < 1 is su¢ ciently high and

p = P�1H1(p
s
2) < P

�1
L1 (p

s
3) = �p(39)

holds then the optimal dynamic policy is: action 1, then action 2, then action 1, and then action

3. In interpreting condition (39), note that since �1 < �1; PH1(p) � p � PL1(p), a success in

action 1 lowers the prior and a failure in action 1 raises it.

In computing the optimal action we need only compare action 1 to action 2 for priors below

ps3 and compare action 1 to action 3 for priors above p
s
3. The reason is that since actions 2 and

3 both have (e¤ectively) no information bene�ts, then action 2 has a higher value than 3 up to

(just below) ps3 and action 3 has a higher value than 2 from (just below) ps3 until p = 1.

Consider �rst the priors in the range [0; ps2). In this range action 1 is optimal since it has

both static gain and information bene�t relative to action 2.

Consider next the range [ps2; p): As p increases from ps2 to p, we claim the value of action 1,

V1(p); monotonically decreases from a value above V2(p) = c2; to a value below it, so at some

prior p2 in this range the optimal action switches from 1 to 2. We claim that

V1(p) = (1� �)y(p; 1) + � [r1(p)y(PH1(p); 1) + (1� r1(p))y(PL1(p); 2)]

is monotonically decreasing in this range because both the static reward and the continuation

value are decreasing. The static reward is decreasing by assumption. To see that the continuation
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value is decreasing, note �rst that the continuation value is a convex combination of y(PH1(p); 1)

and y(PL1(p); 2) where the weight r1(p) = (�1 � �1)p + �1 decreases in p since �1 < �1. Next,

note that as p increases, the weight r1(p) on the reward of action 1 decreases and the value itself

y(PH1(p); 1) decreases while the weight 1 � r1(p) on the reward of action 2 increases and the

value is constant at c2. Finally, note that this shift of weights towards the reward of action 2

occurs in a region where the reward of action 1, y(PH1(p); 1); is higher than the reward of action

2, c2. Combining these facts implies the desired result.

Next, we show that at p; action 2 is better than action 1. To see this, note that the contin-

uation value of action 1 is c2 in the interval [p; �p] because (39) implies for any point p 2 [p; �p];

PH1(p) � ps2 and PL1(p) � ps3. Since, in the interval [p; �p]; action 1 has the same continuation

value as action 2 but has lower static reward, action 2 is optimal in this range.

Consider now the range [�p; ps3). In this range if action 1 is taken in the �rst period, then after

a success action 2 is taken and after a failure action 3 is taken. Thus,

V1(p) = (1� �)y(p; 1) + � [r1(p)y(PH1(p); 2) + (1� r1(p))y(PL1(p); 3)](40)

and V1(p) has slope

(1� �)m1 + � [(�1 � �1)(c2 � c3) +m3(1� �1)] :(41)

Notice �rst that (40) implies the continuation value of action 1 is a convex combination of

y(PH1(p); 2) = c2 and y(PL1(p); 3) > c2; and hence is strictly higher than the continuation values

of both actions 2 and 3 (both equal to c2). Thus, as we increase � towards one, the value of

action 1 eventually rises above the values of actions 2 and 3. Thus, there is some �A < 1 such

that action 1 is optimal at ps3.

Next, notice from (41) that the slope of V1(p) is a convex combination of a negative term

(recall that m1 < 0) and a positive term, hence there is some �
B < 1 such that (41) is positive.

Hence, if we choose �C equal to the higher of �A and �B (it turns out that in this example

�B < �A) then we know that in [�p; ps3), V1(p) is increasing from a value below V2(p) = c2 to a

value above it. Hence, it must cross somewhere, say at p1; after which action 1 is optimal.

Finally, in the region [ps3; 1] as the prior increases from ps3 it reaches a point p3, with p3 < 1;

at which action 3 is optimal (we maintain action 1 is more informative than action 3).

Hence, combining all these results we have shown that the optimal policy is nonmonotone:

take action 1 in [0; p2); action 2 in [p2; p1), action 1 in [p1; p3); and action 3 in [p3; 1].
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Example of the Violation of Single Crossing. Consider a two period example with three

actions with static rewards as illustrated in Figure 6 in panel A. We assume that our monotonicity

assumption (3) holds but our single-crossing assumption is violated. In particular, action 3 is

statically dominated by action 2 since y(�; 2) > y(�; 3) for both �H and �L.

We use the example to make two points. First, when single-crossing fails, the optimal policy

may be nonmonotone. Second, for the same static rewards, there exists two speci�cations of the

informativeness of signals, setting I and setting II; such that the optimal policy implies a di¤er

order of actions be taken across the two settings.

In the two settings we keep the speci�cation of actions 1 and 2 �xed, both in terms of static

rewards and informativeness. Across these settings we vary only the speci�cation of action 3 by

varying the informativeness of this action, keeping its static reward �xed. For both settings we

assume that action 1 is uninformative so that y(p; 1) = c1 and that action 2 has some information,

and that y(p; 2) and y(p; 3) have the same slope. For both settings action 1 is statically optimal

below ps2 and action 2 is statically optimal above it. Finally, in both settings we assume the

discount factor � lies in a range (�A; �B) to be described below.

We show that under setting I the order is monotone: 1 then 2: That is, at p = 0 take action

1, then as the prior increases, switch next to action 2 and stay with that action as p increases to

1. Under setting II the order is not monotone: 1 then 2 then 3 then 2: That is, at p = 0 take

action 1, then as the prior increases switch to action 2; as it increases further switch to action 3;

then �nally switch to action 2.

In setting I we choose action 3 to be essentially uninformative and, in particular, less in-

formative than action 2: Thus, at all priors action 2 has both a static gain and an information

bene�t relative to action 3, so action 2 dominates action 3 dynamically. Hence, the optimal

policy has the form: take action 1 up to some prior p2 < ps2 and then take action 2 at all higher

priors. Note that as � changes the value of p2 changes, but the policy still has this cuto¤ form.

Under this setting, the optimal policy is monotone in the prior.

The more interesting setting is setting II. Here we choose action 3 to be fully informative,

so that if action 3 is taken in the �rst period, in the second period after a low signal the prior

drops to zero and action 1 is taken, and after a high signal the prior jumps to one and action 2

is taken. Hence, V3(p) = (1� �)y(p; 3) + � [py(1; 2) + (1� p)y(0; 1)] :

Consider next action 2. If p < qH2(ps2), even a high signal leads to a posterior lower than p
s
2 so
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action 1 is taken after both high and low signals; if p � qL2(ps2) even a low signal leads to a prior

higher than ps2 so action 2 is taken after both low and high signals; and if p 2 [qH2(ps2); qL2(ps2)),

action 1 is taken after a low signal and action 2 is taken after a high signal, thus

V2(p) =

8>>>>><>>>>>:
(1� �)y(p; 2) + �y(p; 1); if p < qH2(ps2)

(1� �)y(p; 2) + � [r2(p)y(PH2(p); 2) + (1� r2(p))y(PL2(p); 1)] ; o.w.

y(p; 2) if p � qL2(ps2):

(42)

Finally, since action 1 is uninformative, V1(p) equals y(p; 1) for p < ps2 and equals (1� �)y(p; 1)+

�y(p; 2) for p � ps2.

Notice that action 3 has the largest continuation value of the three actions but, as we have

noted, it has a static reward that is dominated by either action 1 or 2. Since the value of action

3 is a convex combination of its static reward and its continuation value, as we vary � from 0 to

1, the value of action 3 varies from being dominated by either action 1 or 2 to dominating both

1 and 2. In our construction, we choose � in an intermediate range so that action 3 is optimal

for a range of intermediate priors (p; �p) with

qH2(p
s
2) < p < qL2(p

s
2) < p:(43)

Below (p; �p) either action 1 or 2 is optimal and above it action 2 is optimal.

To prove that such a range of intermediate priors exists, we note �rst that V2(p) is less steep

than V3(p) on [qH2(ps2); qL2(p
s
2)) and second that V2(p) is steeper than V3(p) on [qL2(p

s
2); 1]. Simple

algebra shows that the �rst condition holds if (�2 � �2) 2 (0; 1) and that the second condition

holds since y(p; 2) and y(p; 3) have the same slope. Thus, there exists a value of �, say �A, for

which V3(qL2(ps2)) = V2(qL2(p
s
2)). Since V2(p) is less steep than V3(p) below qL2(p

s
2) and steeper

above it, by continuity there exists a interval (�A; �B) such that for any � 2 (�A; �B) there is an

interval (p; p) of priors, with p < qL2(ps2) < p, at which V3(p) > V2(p) (and V2(p) > V1(p)). To

understand why, note that since V1(p) crosses V2(p) from above to below once at some prior p2 2

(qH2(p
s
2); p

s
2), then by choosing �

B close enough to �A we can guarantee that for any � 2 (�A; �B),

V3(p) > V2(p) > V1(p) at priors in (p; p) with p > ps2.

Thus, the optimal policy prescribes: take action 1 in [0; p2), action 2 in [p2; p), action 3 in

[p; p), and action 2 in [p; 1]. See Figure 6 panel B. Thus, we have a nonmonotone policy in case

II while in case I we have a monotone policy.
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In sum, when single-crossing is violated, we can have nonmonotonicity and, moreover, even if

we hold the static rewards �xed, the order of actions may depend on the details of their relative

informativeness, a feature that cannot arise under our two key conditions.

1.7 An Application: R&D

Here we provide an illustration of how the model can naturally generate time paths of actions

that share some of the key features of those described in the literature on R&D (see Roberts and

Weitzman (1981) for an early reference). To be concrete, we focus on a stylized example that is

supposed to mimic the development stages for a new drug and be in the spirit of the patterns

of R&D in the pharmaceutical industry in the U.S. (see Dimasi, Grabowski, and Vernon (1995)

and Manski (2009)).

To that end, consider an in�nite horizon example with four actions and suppose that action

1 corresponds to �abandon the project�, action 2 to �phase A of development and testing�, action

3 to �phase B of development and testing�, and action 4 to �project launch and marketing of a

new drug�. For simplicity, we refer to these actions as abandoning the project, phase A and B of

testing, and launching. For simplicity, we focus here on two stages of testing to illustrate that

our model can indeed accommodate multiple trial phases. As it will become apparent, we could

easily allow for more testing stages. (Note that the U.S. Food and Drug Administration requires

that pharmaceutical companies undertake three successful testing phases before a new drug can

be approved and marketed. Failure at any stage of testing leads to the disquali�cation of the

drug for approval.)

We assume that abandoning the project is an uninformative action (�1 = �1) and yields a

period reward of �V = �1yH1 + (1� �1)yL1 normalized to zero. We let �k = 1 and �k = �k � ,

k = 2; 3; 4, with  > 0, so that the two phases of testing and the launch phase are equally

informative. More formally, V (p) = maxfV1; V2(p); V3(p); V4(p)g , where

Vk(p) = (1� �)y(p; k) + � [rk(p)V (PHk(p)) + (1� rk(p))V1]

and rk(p) = �kp+ �k(1� p) = 1� (1� p) for k = 2; 3; 4.

For simplicity, we assume that the static cuto¤s satisfy ps2 < ps3 < ps4 which implies single-

crossing. Since actions 2; 3; and 4 are equally informative, the monotonicity of static cuto¤s

implies that no action is redundant (either statically or dynamically).
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Note that since abandoning the project by choosing action 1 reveals no information, if it is

optimal to choose action 1 in period 1; then it is also optimal to choose it in any future period.

Hence, this action does amount to abandoning the project altogether. Hence, V1 = �V = 0. Next,

note that a failure in either of the testing phases or in the launch phase perfectly reveals the

underlying state, so PLk(p) = 0, k = 2; 3; 4. Also, observe that the cuto¤ for which the �rst test

phase is dynamically optimal is p2 < ps2. The reason is that the information value of the �rst

test phase implies that this action has an information bene�t over the uninformative abandon

decision. This information bene�t increases the dynamic value of the test phase relative to its

static value and, hence, makes phase A testing optimal at lower initial priors than the static

cuto¤.

Finally, note that since the two testing phases and the launch phase are equally informative,

the continuation values after all three coincide, EV (p0jp; 2) = EV (p0jp; 3) = EV (p0jp; 4). Hence,

the dynamic cuto¤s for undertaking these phases coincide with their static cuto¤s, in that pk = psk

for k = 3; 4. Hence, p2 < ps2 < p3 = p
s
3 < p4 = p

s
4.

We wish to provide conditions under which the optimal decision rule reproduces the sequen-

tial, gradual pattern of R&D characteristics of the pharmaceutical industry. To this goal, we

�rst choose the initial prior p 2 [ps2; ps3) so that action 2; phase A testing, is chosen in the �rst

period. To ensure that a success at phase A testing leads to phase B testing, we require that the

updated prior after a success in phase A, PH2(p), lies in the interval of priors at which phase B

testing is optimal, namely in [ps3; p
s
4) which, using Bayes�rule can be written

ps3 �
p

p+ (1� ) (1� p) < p
s
4:(44)

We also require that after one more favorable signal from action 3 at prior PH2(p), the decision

maker chooses action 4, that is, to launch the drug in the third period, so PH3 (PH2(p)) � ps4 or
p

p+ (1� )2 (1� p)
� ps4:(45)

Note that by choosing p close enough to ps3; the restriction p
s
3 � PH2(p) is always satis�ed. Hence,

from (44) and (45), it is su¢ cient to determine " and  such that

p

p+ (1� ) (1� p) < p
s
4 <

p

p+ (1� )2 (1� p)
:(46)

With p = ps3 � " and " su¢ ciently small, (46) is approximately equivalent to"
1 +

(1� ) (1� ps3)
ps3

#�1
< ps4 <

"
1 +

(1� )2 (1� ps3)
ps3

#�1
(47)
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which can always be satis�ed by choosing  appropriately, for given y(�H ; k) and y(�L; k); 1 �

k � 4.

Thus, in this simple example when the prior starts at p as de�ned above, our model implies

the following pattern of investment in R&D. In period 1, run the �rst test phase. In period 2, if

the �rst test is successful move to the second test phase. If that phase in successful, launch the

drug in the market in period 3. After a failure at either of the test phases or the launch phase

abandon the drug.3

Now, contrast the implications here with those derived from the independent arm version of

our model. To do so consider an analogous setup with only one change: assume now that all

of the actions generate rewards that are independent. Suppose that the prior is such that it is

optimal to start in phase A of development and testing. If a success in phase A occurs, the belief

about the probability of success in that action (and that action only) is raised and it is then

optimal to continue testing in phase A. In particular, if another success occurs, the belief that

testing in phase A is pro�table is raised even more and phase A still continues.

Hence, with independent arms the model is not consistent with the standard pattern of

R&D in the data: after a success at an early stage of an R&D project, move on to the next

phase. Rather, it implies the �stay-on-a-winner� property which here means that the model

either predicts that R&D only occurs at phase A or that, after enough failures, the project is

abandoned. Therefore, the independence assumption here is incompatible with the observation

that success at early stages of testing leads to the eventual launch of a newly developed drug.

2 Experimentation in a Market

So far we have analyzed the optimal choice of action on the part of a single decision maker. Here

we consider a market where two �rms, �rms f = A;B, compete for a consumer in each period of

an in�nite or a �nite horizon with periods t � 1. In each period both �rms o¤er to sell (or buy

from) the consumer a good of a certain variety, kft , at a price, q
f
t .

Here, the state of the world � 2 f�L; �Hg corresponds to the unknown characteristic of the
3Note that this example will produce some failures after the drug is launched. This prediction is consistent

with the observation that even approved drugs may fail and be recalled. To this end, recall the disastrous failures

of Thalidomide and Vioxx post�launch that lead to their eventual ban.
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consumer (either ability or taste).4 The �rms and the consumer have the same information: they

all see the history of actions and outcomes.5 Thus, at any point in time t the information of each

agent, the �rms and the consumer, can be summarized by the current prior pt that the state of

the world is high.

We interpret this environment in two di¤erent ways. In the �rst interpretation, �rms sell a

homogeneous product and compete in wages to employ a consumer of unknown ability who is

di¤erentially productive at di¤erent jobs. In this interpretation, the good the �rm buys is the

consumer�s labor services at a certain job and the price is the wage. In the second interpretation,

�rms sell di¤erentiated products and compete in prices to sell to a consumer of unknown taste.

In it, the good the �rm sells is a given product variety and the price is the price for one unit of

the o¤ered variety.

We consider Markov perfect equilibria in which the state at the beginning of the period is

the current prior pt. In such equilibria a �rm�s o¤er consists of a variety and a price and the

consumer�s decision is to choose to buy (or sell) one unit of some particular variety or to purchase

(or sell) nothing.

We establish two results. The �rst result is that the o¤ered variety by �rm f solves a �rm-

speci�c planning problem in which the objective function is the sum of the present discounted

values of �rm f and the consumer and the choice set consists of the di¤erent varieties of �rm

f . This result allows us to immediately apply our earlier characterization result of an optimal

policy for multi-armed dependent bandit problems, Proposition 3, to the �rm-speci�c planning

problem.

To characterize the equilibrium variety chosen, we then need only determine which of the

two o¤ered varieties the consumer chooses. Our second result is that the variety selected in

equilibrium by the consumer maximizes a restricted planning problem. The objective function

in this problem is the sum of the consumer�s value and the two �rms�values and the choice set

4 Analogous results obtain when ability is imperfectly correlated across �rms. The argument for an optimal
policy in this case is a variant of the argument provided in the Supplementary Appendix for the multi-type
multi-signal case.

5This assumption of symmetric observability is common in the learning literature (Bergemann and Välimäki
(1996), and Felli and Harris (2006)). For instance in the job market application of our model, if competing
�rms observe a worker�s job assignment but do not observe performance, the employing �rm has an incentive
to strategically delay promotions in order to manipulate the market�s inference about a worker�s talent (see
Bernhardt (1995)). We interpret the assumption of symmetric observability as a �rst step to examining the
impact of competition on experimentation in a framework where information precision is action-dependent.
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contains only two elements per period, namely the two o¤ered varieties that solve the �rm-speci�c

planning problems.

Combining these two results with our earlier characterization result, Proposition 3, provides

a complete characterization of equilibrium allocations. The corresponding prices are then easily

found using the de�nition of the equilibrium.

2.1 Setup

Firms di¤er from each other in their technologies, that is, they di¤er in terms of the number

of varieties (of jobs or products) they buy or sell and in each variety�s probability and level of

success and failure. Here success corresponds to a high level of output at a job or a high level

of realized quality of the product to the consumer, whereas failure corresponds to a low level of

output at a job or a low level of realized quality of the product to the consumer.

Firm f has varieties indexed by k 2 f1; 2; : : : ; N fg. Each variety k of �rm f is characterized

by high and low realized levels of rewards referred to as success and failure, yfk 2 fy
f
Lk; y

f
Hkg, with

yfHk > y
f
Lk > 0, and probabilities of success in the high and the low state given by �

f
k and �

f
k . We

extend our earlier notation in the obvious way so that yf (p; k) � pyf (�H ; k) + (1 � p)yf (�L; k)

and

yf (�H ; k) = �
f
ky
f
Hk + (1� �

f
k)y

f
Lk and y

f (�L; k) = �
f
ky
f
Hk + (1� �

f
k)y

f
Lk:(48)

We assume that the monotonicity condition (3) and the single-crossing condition (4) hold for

each �rm�s varieties separately. We also assume that the value to a �rm is zero if it does not

trade with the consumer and that the value to the consumer is zero if the consumer does not

trade with a �rm.

The timing of events in a period is as follows. At the beginning of any period t � 1, �rms

A and B, respectively, make simultaneously take�it�or�leave it o¤ers, where an o¤er (kft ; q
f
t )

consists of a variety kft to trade and a price q
f
t . The consumer can accept the o¤er of �rm A,

an event denoted by dAt = 1, accept the o¤er of �rm B, an event denoted by dBt = 1, or reject

both o¤ers, an event denoted by dAt = dBt = 0. Hence, (dA; dB) 2 D = f(1; 0); (0; 1); (0; 0)g.

If the consumer accepts �rm f�s o¤er, then the consumer trades with that �rm, the reward

from the traded variety is realized, and the o¤ered price is paid. If the consumer rejects both

�rms�o¤ers in a period, then each �rm and the consumer receive zero in the current period
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and meet again the following period. The events in a given period t in chronological order are

et = (kAt ; q
A
t ; k

B
t ; q

B
t ; d

A
t ; d

B
t ; zt), where zt = H denotes a success of the variety the consumer

trades at t and zt = L denotes a failure. The history of events up until the beginning of period

t is ht = (e1; e2; : : : ; et�1).

We let pt(ht) denote the prior at the beginning of period t associated with the history ht and

the initial prior p1. Here the parameters of Bayes rule depend on the �rm as well as on the traded

product variety, so that if pt is the prior that the state of the world is high at the beginning of

period t and the consumer accepts the o¤er of variety kft ; then if the outcome is zt = H, the

updated prior pt+1 at the beginning of period t+ 1 is

P fHk(pt) =
pt�

f
k

pt�
f
k + (1� pt)�

f
k

(49)

while if the outcome is zt = L, the updated prior pt+1 at the beginning of period t is

P fLk(pt) =
pt(1� �fk)

pt(1� �fk) + (1� pt)(1� �
f
k)
:(50)

The consumer is risk neutral and discounts the future by the factor � 2 (0; 1). The current period

payo¤ for the consumer from accepting the o¤er (kft ; q
f
t ) is R

f
t = R(p; k

f
t ; q

f
t ). We normalize pe-

riod payo¤s by (1��). A strategy for the consumer
n
dAt (h

C
t ); d

B
t (h

C
t )
o1
t=1
speci�es the consumer�s

acceptance decisions as a function of the history the consumer faces, hCt = (ht; k
A
t ; q

A
t ; k

B
t ; q

B
t ),

while a strategy for �rm f speci�es o¤ers fkft (ht); qft (ht)g1t=1 as functions of the history. A set of

beliefs is sequence of functions fpt(ht)g1t=1 with p1 given.

We restrict attention to Markov perfect equilibria in which the state variable at the beginning

of period t is pt. This is the history faced by either �rm. The history faced by the consumer

when choosing which o¤er to accept is pt together with the current set of o¤ers (kAt ; q
A
t ; k

B
t ; q

B
t ).

AMarkov perfect equilibrium consists of a strategy for the consumer dA(pt; kAt ; q
A
t ; k

B
t ; q

B
t ) and

dB(pt; k
A
t ; q

A
t ; k

B
t ; q

B
t ), strategies k

f (pt) and qf (pt) for �rm f = A;B, and updating rules P fHk(pt)

and P fLk(pt) for all f and k 2 N f such that: i) Given the �rms�strategies, the consumer�s strategy

satis�es the Bellman equation V C(p; kA; qA; kB; qB) given by

max
(dA;dB)2D

X
f

df
h
(1� �)R(p; kf (p); qf (p)) + �EV C(p0jp; kf (p))

i
+ (1� dA)(1� dB)�V C(p)(51)

where EV C(p0jp; kf (p)) = rkf (p)(p)V
C(P fHk(p)) + (1 � rkf (p)(p))V C(P

f
Lk(p)) is the consumer�s

continuation value, given the current prior p and the chosen variety kf (p), and rkf (p) = �
f
kp +
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�fk(1� p) is the probability of a high realization when the consumer chooses variety k of �rm f ;6

ii) Given the strategy of both �rm B and the consumer, �rm A�s strategy satis�es the Bellman

equation

V A(p) = max
(kA;qA)2FA

dA
h
(1� �)

�
yA(p; kA)�R(p; kA; qA)

�
+ �EV A(p0jp; kA)

i
(52)

+dB�EV A(p0jp; kB(p)) + (1� dA)(1� dB)�EV A(p)

where EV A(p0jp; kA) = rkA(p)V A(PAHk(p)) + (1 � rkA(p))V A(PALk(p)), df = df (p; kA; qA; kB; qB);

FA is the Cartesian product of [0; �q] and NA, and �q is chosen to be a su¢ ciently large constant;

iii) Firm B�s strategy solves the Bellman equation analogous to (52); iv) The updating rules

satisfy Bayes�rule (49) and (50).

To interpret (51), note that at prior p, given the o¤ers (kA(p); qA(p)) and (kB(p); qB(p)), the

consumer can choose to accept �rm A�s o¤er by setting (dA; dB) = (1; 0), accept �rm B�s o¤er

by setting (dA; dB) = (0; 1), or accept neither o¤er by setting (dA; dB) = (0; 0). If the consumer

rejects both o¤ers, the consumer receives zero in the current period and starts the next period

with the original prior p.

To interpret (52), note that at prior p, taking as given the consumer�s acceptance strategy,

(dA(�); dB(�)), and �rm B�s o¤er (kB(p); qB(p)), �rm A makes an o¤er (kA; qA), realizing, of

course, that if its o¤er is not su¢ ciently attractive relative to both �rm B�s o¤er and the option

of no trade, the consumer will not accept it. If the consumer accepts �rm A�s o¤er, then the

expected value of the traded variety is yA(p; kA), the �rm transfers R(p; kA; qA) to the consumer,

and the �rm realizes that next period the prior will be updated according to (49) and (50) with

k = kA. Note also that �rm A thinks through the option of purposefully making the consumer

an o¤er that will be turned down in order to induce the consumer to choose the competing �rm�s

variety kB and, thus, have the prior updated according to the information content of variety kB

rather than variety kA.7

It turns out that given our de�nition of equilibrium, there are a plethora of uninteresting

Markov perfect equilibria along with a unique interesting one. To get some intuition for the

multiplicity of equilibria here, note that this multiplicity is analogous to the one that arises in

6Note that for notational simplicity we have suppressed the dependence of the continuation values on the

�rms�s future o¤ers.
7We assume that if the consumer is indi¤erent between the two o¤ers, the consumer randomizes with probability

1/2 between the two.
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a static Bertrand game where �rms A and B have di¤erent costs, say, cA < cB. The interesting

equilibrium to consider is qA = qB = cB. But having both �rms charge some lower price q with

cA � q < cB is also an equilibrium as long as the consumer chooses the low cost producer, here

�rm A, with probability one. The reason is that as long as the consumer chooses �rm A with

probability one, �rm B is content at pricing below marginal cost because �rm B anticipates it will

never be called upon to sell at that pro�t-losing price. We follow Bergemann and Välimäki (1996)

(henceforth, BV) who argue that such equilibria are unpalatable and suggest focusing attention

on equilibria in which �rm B chooses a price at which it will make non-negative pro�ts, should

�rm B be chosen by the consumer against all expectations.

To this end, we impose a restriction on equilibria, in the spirit of trembling-hand perfection,

that generalizes the cautious equilibrium restriction that BV use. We require that when a given

�rm, say, �rm A, trades with the consumer at prior p, the non-trading �rm, say, �rm B, makes

an o¤er that would have been optimal if �rm B�s o¤er had been accepted and, thus, makes

�rm B indi¤erent between having its o¤er accepted or turned down by the consumer.8 More

formally, an (extended) cautious equilibrium is de�ned by the requirement that �rm B�s o¤er

(kB(p); qB(p)) makes �rm B indi¤erent between trading and not trading with the consumer, that

is, the value to �rm B from trading with the consumer at p, denoted by

V BE (p) = (1� �)[yB(p; kB(p))�R(p; kB(p); qB(p))] + �EV B(p0jp; kB(p))(53)

must equal the value to �rm B from not trading with the consumer, denoted by

V BN (p) = �EV
B(p0jp; kA(p))(54)

where kB(p) solves a problem analogous to that in (52), when dB(�) = 1. From now on, we refer

to an extended cautious Markov perfect equilibrium as simply an equilibrium.

8Note that BV consider a model in which each �rm sells a single good and just chooses the price to charge

for it. Their cautious equilibrium restriction is that the non-selling �rm chooses a price so that it is indi¤erent

between selling the good or not. Here we consider �rms that also choose in each period which product variety to

o¤er. Our (minor) extension is to require that this additional action, the choice of product variety, be optimal,

in addition to the requirement in BV that the non-trading �rm be indi¤erent between the consumer accepting or

rejecting its o¤er.
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2.2 Two Interpretations

Here we show that our market environment nests two distinct applications: one of wage compe-

tition among �rms in the labor market and one of price competition among �rms in the product

market.

Competition in the Input Market: A Model of Strategic Job Assignment. Here

�rms compete for the labor services of a consumer of unknown ability.9 The ability of the con-

sumer f�L; �Hg is the state of the world. The two �rms have di¤erent technologies of production

represented by two sets of jobs k 2 f1; 2; : : : ; N fg for �rm f = A;B. Jobs di¤er in the expected

output yf (p; kf ) of the employed consumer and the information that performance (success or

failure) at job k at �rm f provides. The information content of performance is governed by the

probabilities �fk and �
f
k that di¤er across jobs.

10

In each period t, a �rm�s o¤er consists of a job assignment, kft , and a wage, q
f
t . Given the

o¤ers of the two �rms, the consumer then decides whether to participate in the labor market

and, if so, inelastically supplies one unit of labor services to a �rm. The consumer�s expected

period payo¤ when accepting �rm f�s employment o¤er at wage qf is simply the wage qf ,

R(p; kf ; qf ) = qf(55)

whereas �rm f�s expected period pro�t from employing the consumer at job kf is output minus

the wage,

yf (p; kf )�R(p; kf ; qf ) = yf (p; kf )� qf :(56)

Competition in the Output Market: A Oligopoly Model of Product Di¤erentia-

tion. Here �rms compete for a consumer with an unknown taste for their products. The taste of

the consumer is the state of the world. The two �rms have di¤erent technologies for producing

9It should be clear that if these �rms were competing for a measure of consumer with di¤ering priors, say

given by the distribution F (p), the analysis would reduce to component problems in which �rms compete for one

consumer of each prior level p separately. The key assumption that allows this reduction is that �rms can make

prior-speci�c wage o¤ers and the constant-returns-to-scale nature of production at each job.

10See MacDonald (1982) for an analysis of market�wide sequential job assignment in the presence of uncertainty,

under the assumption that di¤erent assignments are equally informative about the unknown state of the world,

a worker�s ability.
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their lines of products. The products di¤er in the expected value of the match between the

consumer and the products and the informativeness of the products about the consumer�s taste.

In each period t, a �rm�s o¤er consists of a variety, kft , and a price, q
f
t . Given the o¤ers of

the two �rms, the consumer then decides whether to buy one unit from one of the two �rms or

not to buy. The consumer�s expected period payo¤when buying �rm f�s variety kfat price qf is

R(p; kf ; qf ) = yf (p; kf )� qf :(57)

Here yf (p; kf ) is the expected value of the consumer�s utility from this product. Note that we

assume that indirect utility is quasi-linear in the price of the good. Firm f�s expected period

pro�t from selling this variety is then

yf (p; kf )�R(p; kf ; qf ) = qf ;(58)

where we have normalized the cost of production to zero. Notice how the speci�cations of

payo¤s di¤er between (55)-(56) and (57)-(58). We capture the two settings by simply de�ning

the functions R and y �R di¤erently.

For a concrete application, consider a variant of our earlier furniture example. Imagine now

that the �rms compete within the same niche of the market, say furniture of contemporary style.

The uncertainty is about how much the consumer likes contemporary, versus, say, traditional

style. In state �H the consumer prefers contemporary style and in �L the consumer prefers

traditional style. Since the two �rms both produce contemporary style furniture, the consumer

either likes all of the products of both �rms or does not like any of them (in di¤erent degrees, as

captured by di¤erences in �fk , �
f
k , y

f
Lk and y

f
Hk).

Both �rms market a range of products. For simple ones, such as an un�nished wooden card

table, the contemporary style version and the traditional style version are su¢ ciently similar

that the value of the consumer varies little with the state of the world. For complex ones, say a

handmade leather sofa as in the previous example, the contemporary style version varies greatly

from the traditional style version. Hence, the value to the consumer of the purchased product

can be very sensitive to the state of the world for this product. In the high state of the world,

the consumer highly values the leather sofa of the competing contemporary style �rms whereas

in the low state of the world, the consumer strongly dislikes the contemporary style of these sofas

and so is only willing to pay little for either.11

11Still, di¤erent �rms o¤er di¤erent contemporary designs that the consumer may value di¤erently.
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2.3 Analysis of a Markov Perfect Equilibrium

Here we characterize Markov perfect equilibria in a market environment. We begin with some

simple features that will prove useful in our later characterization.

First, note that since the consumer can decline both �rms�s o¤ers and the �rm can guarantee

that no trade occurs, the payo¤s of the consumer and the �rms are nonnegative.

Second, note that the consumer trades with a �rm at any prior. To prove this result, suppose

by way of contradiction that there exists an equilibrium in which the consumer rejects both

o¤ers at some prior. But, then, the consumer receives zero in the current period and the prior is

unchanged. By our Markov assumption, this implies that the consumer must decline both �rms�

o¤ers in all future periods as well and, hence, end up with an expected present discounted value of

zero. For this choice to possibly be optimal, the consumer must be o¤ered a value of zero or less

from a purchase from either �rm. But if one �rm o¤ers the consumer such a trade, it is optimal

for the other �rm to o¤er a price qf 2 (0;mink yf (p; k)) for variety k̂f 2 argmink yf (p; k) and

attract the consumer, since even for the lowest prior and the least pro�table variety, the expected

quality is positive, given yfLk > 0 for all f and k: Hence, mink y
f (p; k) � qf > 0. Thus, such an

equilibrium cannot exist and the consumer must trade with a �rm at each prior. Therefore, all

equilibrium states belong to one of two disjoint subsets, which we will denote by EA and EB,

that partition the set of priors [0; 1] such that if p 2 EA the consumer accepts the o¤er of �rm A

and if p 2 EB the consumer accepts the o¤er of �rm B.

Third, note that for p 2 EA; the problem of �rm A can be rewritten as

max
(kA:qA)2FA

(1� �)
�
yA(p; kA)�R(p; kA; qA)

�
+ �EV A(p0jp; kA)(59)

subject to

(1� �)R(p; kA; qA) + �EV C(p0jp; kA) � (1� �)R(p; kB(p); qB(p)) + �EV C(p0jp; kB(p))(60)

which requires that the expected present discounted value of the transfers received by the con-

sumer, conditional on the consumer accepting �rm A�s o¤er at prior p, is at least as high as the

expected present discounted value of the transfers received by the consumer, conditional on the

consumer accepting �rm B�s o¤er at prior p. Note that (59) implies that �rm A designs its o¤er

so as to obtain the highest expected present discounted value of pro�ts, subject to the constraint

that the consumer weakly prefers �rm A�s o¤er to �rm B�s o¤er. Clearly, in equilibrium the
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constraint (60) must hold with equality, otherwise �rm A could lower the current transfer, still

attract the consumer, and raise its value. Thus, the consumer receives the same expected dis-

counted value of transfers from either �rm�s o¤er and in equilibrium is indi¤erent between the

two o¤ers. Finally, note, by the cautious equilibrium restriction, that at a prior p 2 EA at which

the consumer accepts �rm A�s o¤er, the problem of �rm B is analogous to (59) and (60).

2.4 Characterization of Equilibrium Policy Rules

Our �rst result is that the variety kf (p) o¤ered in equilibrium by either �rm f = A;B, maxi-

mizes the expected present discounted value of the trade between �rm f and the consumer or,

equivalently, of output. That is, kf (p) solves

W f (p) = max
kf2Nf

(1� �)yf (p; kf ) + �EW f (p0jp; kf ):(61)

We refer to W f (p) as the match value of �rm f and refer to problem (61) as the �rm-speci�c

planning problem. Observe that this result implies that our main characterization result for

the single-agent multi-armed dependent bandit problem also allows to characterize the optimal

choice of action on the part of two players strategically competing in a market.12

We then prove that the discounted value of trade in equilibrium equals that of the restricted

planning problem W �(p), where W �(p) equals

max
n
(1� �)yA(p; kA(p)) + �EW �(p0jp; kA(p)); (1� �)yB(p; kB(p)) + �EW �(p0jp; kB(p))

o
(62)

and denotes the equilibrium sum of the values of the two �rm�s pro�ts and the consumer�s

utility. This result, in turn, yields three implications. First, if the only available varieties are

those o¤ered by the two �rms in equilibrium, namely kA(p) and kB(p), then in equilibrium the

consumer chooses the variety that generates the highest expected present discounted value of

output. Second, the solution to (62) determines both the variety traded in equilibrium and the

identity of the trading �rm. We can then characterize equilibrium allocations without knowledge

of equilibrium prices even when equilibrium is not e¢ cient, as is typically the case; we illustrate

this ine¢ ciency below in a simple example. Third, the variety traded in equilibrium, among

the trading �rm�s potential varieties, displays monotonicity in the prior, that is, if �rm f trades

12See Bergemann and Välimäki (2006) for a characterization of equilibrium in a deterministic dynamic pricing

model based on value functions generated by socially optimal programs.
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with the consumer at prior p and p0 > p, then kf (p0) � kf (p). Also, if the product varieties

o¤ered by the two �rms can be ranked in the same way as for each �rm in isolation, then our

characterization result for the single-agent case allows to determine both the identity of the

trading �rm and the variety purchased by the consumer in equilibrium.

To prove that the value of trade equals W �(p), suppose by way of contradiction that at prior

p the value of trade with �rm A is higher than the value of trade with �rm B,

(1� �)yA(p; kA(p)) + �EW �(p0jp; kA(p)) > (1� �)yB(p; kB(p)) + �EW �(p0jp; kB(p))(63)

but that the consumer trades with �rm B: We will show that (63) implies that �rm A is not

maximizing pro�ts. To see this, recall that (60) must hold as an equality in equilibrium. Then,

subtract from the left-side of (63) the left-side of (60) and from the right-side of (63) the right-

side of (60). That is, we have subtracted the expected present discounted value of the transfers

the consumer receives from the �rms. Note that the resulting inequality implies that the value of

the two �rms�pro�ts when �rm A trades with the consumer, that is, V AE (p) + V
B
N (p), is strictly

greater than the value of the two �rms�pro�ts when �rm B trades with the consumer, that

is, V AN (p) + V
B
E (p). We can summarize the implications of this inequality, together with the

contradiction hypothesis that B is the employing �rm, by

V AE (p)� V AN (p) > V BE (p)� V BN (p) � 0:(64)

But (64) implies V AE (p) > V
A
N (p) so �rm A can strictly increase pro�ts by increasing its o¤er qA

marginally and attracting the consumer. This observation contradicts pro�t maximization and

establishes the desired result.

Proposition 4. The product varieties kA(p) and kB(p) o¤ered by the two �rms in equilibrium

maximize match-speci�c output (61). The discounted value of output in equilibrium equals W �(p).

Proof: Since we have already proven the second part of the statement, we need only prove

that the product varieties o¤ered by each �rm solve (61). To this end, consider the problem

faced by, say, �rm A, summarized in (59) and (60). As we have discussed, in any solution the

constraint (60) binds with equality, otherwise �rm A could increase pro�ts by marginally lowering

the transfer o¤ered to the consumer and still attract the consumer. Now solve (60) as an equality

to obtain

(1� �)R(p; kA; qA) = (1� �)R(p; kB(p); qB(p)) + �EV C(p0jp; kB(p))� �EV C(p0jp; kA)(65)
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and then substitute (65) back into (59) to rewrite �rm A�s problem as

V A(p) = max
kA
(1� �)yA(p; kA) + �EV C(p0jp; kA) + �EV A(p0jp; kA)� C(p)(66)

where C(p) = (1� �)R(p; kB(p); qB(p)) + �EV C(p0jp; kB(p)) is simply an additive constant that

is not a¤ected by the actions (wA; kA). Now consider three simple steps: add the equilibrium

value of V C(p) to both sides of (66), simplify the right side of the resulting expression using that

V C(p) � C(p) = 0, an implication of (65), and, then, substitute WA(p) = V A(p) + V C(p) for

the sum of the value created by the trade between �rm A and the consumer to arrive at (61).

Q:E:D:

Note �rst that the proof of this result shares similarities with the proof of an analogous result

in Felli and Harris (2006). Second, an implication of Proposition 4 is that the product varieties

o¤ered by the two �rms in equilibrium need not agree with the ones a benevolent planner would

choose: we show this in the following subsection. Finally, observe that the restricted planning

problem (62) is just a two-action version of our general single-decision-maker problem (15).

Hence, if the o¤ered varieties kA(p) and kB(p) are outcomes of the monotone policy characterized

in Proposition 3, then regardless of the consumer�s pattern of purchase across the two �rms, the

traded variety is a monotone selection of the trading �rm�s potential varieties. In addition, if

our monotonicity and single-crossing assumptions hold for the union of the equilibrium o¤ered

varieties, then the traded variety is also monotone in beliefs. Speci�cally, de�ne f(p) to be

the identity of the trading �rm in equilibrium at state p: f(p) = f 2 fA;Bg if, and only

if, df (p; kA; qA; kB; qB) = 1. Then, the traded variety is monotone in beliefs if, and only if,

kf(p
0)(p0) � kf(p)(p), where kf(p0)(p0); kf(p)(p) 2 KA

p [KB
p and K

f
p denotes the collection of o¤ered

varieties of �rm f . We formalize these observations in the following corollary.

Corollary 2. If �rm f = A;B trades with the consumer in equilibrium, then kf (p0) � kf (p).

Further, if the two �rms�o¤ered varieties taken together can be ordered according to (3) and (4),

then the variety selected in equilibrium solution to (62) is as prescribed by the optimal decision

rule for the single-agent case with kf(p
0)(p0) � kf(p)(p).

Proof: The proof of the �rst part of the result is a straightforward implication of Proposition

3 and Proposition 4, since kA(p0) � kA(p) and kB(p0) � kB(p) for p0 > p. As for the second

part, suppose each �rm f = A;B can only o¤er one variety kf with expected static reward

yf (p; kf ) = yf (p; kf (p)), where kf (p) is solution to (61). Suppose that monotonicity in p and
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the property of increasing di¤erences hold for yA(p; kA) and yB(p; kB) constructed in this way.

Now, order the two �rms�original o¤ered varieties as implied by (3) and (4). It follows that the

solution to (62) is the optimal policy characterized in Proposition 3. This completes the proof

of the claim. Q:E:D:

2.5 An Application: Promotions and Separations in the Labor Mar-

ket

We now consider an application of our market equilibrium setup to a labor market in which �rms

compete for a worker of unknown quality. We show that, in a stylized way, the model is able

to generate predictions in line with several �ndings in the data, unlike the predictions of the

independent arm version of our model.

Here we focus on two features of job mobility in �rms. First, when individuals are promoted

from lower- to higher-level jobs, it is primarily because of good performance at their current

jobs and when they are demoted (or separate, either by quitting or by being �red) it is mostly

because of bad performance. Notice that the �rst feature of the data violates the �stay-on-a-

winner�property of an optimal policy for independent bandit problems, which would imply that

individuals are continually assigned to the same job upon good performance. Second, promotions

are frequent whereas demotions are rare. This latter fact is a standard puzzle for models of the

labor market internal to �rms.

The optimal policy we characterized in the single-agent version of our model shows that,

if higher jobs correspond to higher actions, it is indeed optimal for a �rm to promote high

performing individuals to higher-level jobs but demote low performing individuals to lower-level

jobs. So, our model is consistent with the �rst fact. Here we show that the equilibrium version

of our model can also generate the prediction that individuals are promoted to higher level jobs

upon good performance but separate upon bad performance, so promotions can be frequent even

when demotions are rare. Hence, our model can also generate this second fact.

Now, there is a literature that combines some elements of a human capital model and a

learning model and shows that the resulting hybrid model can reproduce a broad pattern of

evidence on careers in �rms (see Gibbons and Waldman (1999)). Our model is consistent with

most of these facts: that wages increases at promotion can be substantial, that promotions rates
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and wage increases are correlated over time, that average wage di¤erences across levels of the job

ladder are larger than wage increases at promotion (if the cuto¤beliefs for optimal job assignment

are su¢ ciently far apart), and that workers who receive large wage increases early in their stay

at one level of the job hierarchy are promoted quickly to the next (since good performance causes

favorable belief updating, which determines both wage increases and fast promotions).13

Our point is not to take issue with such a hybrid model but rather to contrast the implications

of a pure learning model with independent arms with those of a pure learning model with

dependent arms and show that a dependent bandit model can qualitatively go a long way in

bringing the learning story more in line with the patterns in the data. For an empirical assessment

of the quantitative success of this approach, see Pastorino (2010).

To keep the analysis simple we consider a two-period model. Firm A has two jobs, job 1

thought of as an entry level job, and job 2 thought of as an advanced job. Firm B has only

one job, job 1, referred to as a dead-end job. Let the dead-end job be uninformative and have a

constant output cB regardless of the prior.

Perhaps the simplest case to begin with is one analogous to our R&D example: �k = 1,

�k = �k � , k = 1; 2, and  > 0. Thus, the entry level job and the advanced job of �rm A are

equally informative and failure at either job reveals that the worker has low talent.

Now, since �rm A�s jobs are equally informative, equilibrium job assignment solves a social

planning problem in which the planner assigns jobs to maximize the expected discounted value

of output. Also, the dynamic cuto¤ between the entry level job and the advanced job of �rm A

equals the static cuto¤, say ps2.

Consider a worker at a prior p just below the static cuto¤ps2. Suppose y
A(1; 2) > yA(1; 1), and

cB > y
A(0; 1) > yA(0; 2), with cB close to yA(ps2; 1) = y

A(ps2; 2). The equilibrium job assignment

is as follows. Work in the entry level job for �rm A in the �rst period. If successful the worker is

promoted to the advanced job of �rm A while if unsuccessful the worker separates and works for

�rm B: In this sense our simple example can yield promotions (and higher wages) after success

and separations (with lower wages) after failure. Of course, we could enrich the example to many

13Our model also implies a pattern of intra��rm mobility consistent with �ndings in Baker, Gibbs and Holm-

ström (1994), for instance: (a) the cross�sectional variance of the job level that retained workers attain decreases

with tenure, (b) the average level attained is slightly higher for incumbent workers than for new hires, and (c)

the variance of cohort level attainment is substantially greater for new hires than for incumbents.
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periods and many jobs and choose parameters to give a similar pattern.

Note if we kept the rest of the model the same but made the worker�s ability independent

across jobs, the model would yield substantially di¤erent predictions. With independence, the

model implies a stay-on-a-winner property in that success at the entry level job does not lead to

promotion but rather just leads the worker to be continually assigned to the same job. And, if

we extended the model, many periods of successes at the entry level job would lead the worker to

be more and more stuck in that job� in the sense that it would take a longer and longer stretch

of failures for the worker to ever leave the job.

To illustrate how the market equilibrium can di¤er from the planning solution, we need the

entry level job and the advanced job to have di¤ering levels of informativeness. Let us assume

that the entry level job is more informative than the advanced job. The simplest case, and the

one we start with, assumes that failure at either the entry level job or the advanced job perfectly

reveals that the worker has low ability. To incorporate both of these features we need that a

talented worker never fails and that an untalented worker fails more often at the entry level job

than at the advanced job so that

�A1 = �
A
2 = 1 and �

A
1 < �

A
2 :(67)

We compute the equilibrium cuto¤s and the planning cuto¤s for job assignment and show

that the equilibrium cuto¤ for switching from the entry level job to the advanced job p2 and

the analogous planning cuto¤ p�2 satisfy p2 < p�2. To understand this, note that when �rm A

computes its match-speci�c value, it will compare only the options of its own jobs, the entry

level job and the advanced job. Thus, the value of the prior p2 such that �rm A is indi¤erent

between assigning the worker to the advanced job and the entry level job solves

yA(p; 2) + �
h
r2(p)y

A(PH2(p); 2) + (1� r2(p))yA(0; 1)
i

(68)

= yA(p; 1) + �
h
r1(p)y

A(PH1(p); 2) + (1� r1(p))yA(0; 1)
i

where we have used that under (67), PAL2(p) = P
A
L1(p) = 0. The value of the prior p

�
2 such that

the planner is indi¤erent between assigning the worker to the advanced job and the entry level

job satis�es

yA(p; 2) + �
h
r2(p)y

A(PH2(p); 2) + (1� r2(p))cB
i

(69)
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= yA(p; 1) + �
h
r1(p)y

A(PH1(p); 2) + (1� r1(p))cB
i
:

The key di¤erence between (68) and (69) is that following a failure, �rm A imagines assigning

the worker to the best job it has at a prior of zero, here �rm A�s entry-level job, while the planner

assigns the worker to the best of both �rms�jobs at a prior of zero, which is the dead-end job of

�rm B. Since under (67), r2(p) � r1(p) = (1 � p)(�2 � �1) > 0 and cB > yA(0; 1), a moment�s

re�ection makes clear that indeed p2 < p�2.

3 Conclusion

We have developed a simple framework that allows for correlation in the arms of a multi-armed

bandit and provided a complete characterization of an optimal policy under the assumption of

complementarity between the unobserved state and a decision maker�s actions. We have shown

that such a result, when stated in recursive form, also allows for a complete characterization of

sample paths of actions.

We have �rst derived our result for the case of a single decision maker and then proved it

extends to the case of multiple decision makers interacting in a market. In this market setting,

we have shown that equilibrium allocations are solutions to two arti�cial planning problems

that can be characterized based on the result we established in the single-agent case without

knowledge of equilibrium prices, even when the strategic interaction among decision makers

generates ine¢ ciencies, as is typically the case. We have argued that in many applications of

economic interest, allowing for dependent arms is more appealing than restricting attention to

independent arms. Finally, we have illustrated how the implications of our model are consistent

with several �ndings about observed patterns of learning and experimentation in markets for

experience goods.

Our framework, although simple, extends many of the known results in the literature and

seems promising as a basis for further applied work. In particular, our approach allows for a

transparent characterization of the sources and types of ine¢ ciencies identi�ed in speci�c settings

(see Bergemann and Välimäki (2000) and Felli and Harris (2006)) and suggests a straightforward

procedure to simply compute equilibria, especially since the class of equilibria we consider imply

a unique allocation. We are exploring these extensions of our analysis in ongoing research (see

Kehoe and Pastorino (2011)).
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Figure 1. Static Rewards and Statically Optimal Policies 
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Figure 2.  Update when Action k is More Informative than Action ′k  
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Figure 3. Information Benefits of Actions 
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Figure 4.  The Subdivision of an Interval  
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Figure 5. Violation of Monotonicity 
A. Static Rewards 
  

B. Dynamic Rewards 
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Figure 6. Violation of Single Crossing 
A. Static Rewards 
 

B. Dynamic Rewards (Setting II) 
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In this Supplementary Appendix we �rst prove Proposition 2 and then consider the case in
which there are more than two states of the world and more than two rewards associated with
the choice of any action.

Proof of Proposition 2

Let p� = (1� �)p1 + �p2, with p1; p2 2 [0; 1] and � 2 (0; 1). By de�nition of rk(�),

rk(p
�) = �kp

� + �k(1� p�) = �k[(1� �)p1 + �p2] + �k[(1� �) (1� p1) + �(1� p2)]:

Also, let �(yHk) = �rk(p2)=rk(p�) and �(yLk) = �(1� rk(p2))=(1� rk(p�)), which can be manip-
ulated to obtain

�(yHk) =
�[�kp

2 + �k(1� p2)]
�k[(1� �)p1 + �p2] + �k[(1� �)(1� p1) + �(1� p2)]

�(yLk) =
�[(1� �k)p2 + (1� �k)(1� p2)]

(1� �k)[(1� �)p1 + �p2] + (1� �k)[(1� �)(1� p1) + �(1� p2)]
:

Observe that �(yHk), �(yLk) 2 (0; 1). In addition, 1� �(yHk) equals

(1� �)[�kp1 + �k(1� p1)]
�k[(1� �)p1 + �p2] + �k[(1� �)(1� p1) + �(1� p2)]

=
(1� �)rk(p1)

rk(p�)
(1)

and 1� �(yLk) equals

(1� �)[(1� �k)p1 + (1� �k)(1� p1)]
(1� �k)[(1� �)p1 + �p2] + (1� �k)[(1� �)(1� p1) + �(1� p2)]

=
(1� �)(1� rk(p1))

1� rk(p�)
(2)

where the equalities in (1) and (2) follow by straightforward algebraic manipulation. By de-
veloping the relevant expressions and recalling the de�nition of rk(p1), rk(p2), and �(yHk), it
follows

(1� �(yHk))PHk(p1) + �(yHk)PHk(p2) =
(1� �)rk(p1)

rk(p�)
� �kp

1

�kp1 + �k(1� p1)

+
�rk(p

2)

rk(p�)
� �kp

2

�kp2 + �k(1� p2)
=
(1� �)�kp1
rk(p�)

+
��kp

2

rk(p�)
= PHk(p

�)

where the last equality in the above obtains by de�nition of PHk(�). Similarly, we have

(1� �(yLk))PLk(p1) + �(yLk)PLk(p2) =
(1� �)(1� rk(p1))

1� rk(p�)
� (1� �k)p1
(1� �k)p1 + (1� �k)(1� p1)

+
�(1� rk(p2))
1� rk(p�)

� (1� �k)p2
(1� �k)p2 + (1� �k)(1� p2)

=
(1� �)(1� �k)p1

1� rk(p�)
+
�(1� �k)p2
1� rk(p�)

= PLk(p
�)

where the last equality in the above follows by de�nition of PLk(�). Now, suppose that W (�) is
convex. By the above derivations,

EW ((p�)0jp�; k) = rk(p�)W (PHk(p�)) + (1� rk(p�))W (PLk(p�))
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= rk(p
�)W

�
(1� �(yHk))PHk(p1) + �(yHk)PHk(p2)

�
+(1� rk(p�))W

�
(1� �(yLk))PLk(p1) + �(yLk)PLk(p2)

�
:

Applying Jensen�s inequality to W ((1� �(yjk))Pjk(p1) + �(yjk)Pjk(p2)), j = H;L, we obtain

EW ((p�)0jp�; k) � rk(p�)[(1� �(yHk))W (PHk(p1)) + �(yHk)W (PHk(p2))]

+(1� rk(p�))[(1� �(yLk))W (PLk(p1)) + �(yLk)W (PLk(p2))]:(3)

Since

rk(p
�)(1� �(yHk)) = rk(p�) �

(1� �)rk(p1)
rk(p�)

= (1� �)rk(p1)

rk(p
�)�(yHk) = rk(p

�) � �rk(p
2)

rk(p�)
= �rk(p

2)

(1� rk(p�))(1� �(yLk)) = (1� rk(p�)) �
(1� �)(1� rk(p1))

1� rk(p�)
= (1� �)(1� rk(p1))

(1� rk(p�))�(yLk) = (1� rk(p�)) �
�(1� rk(p2))
1� rk(p�)

= �(1� rk(p2))

the right-hand side of the inequality in (3) can be rewritten as

(1� �)rk(p1)W (PHk(p1)) + �rk(p2)W (PHk(p2))

+(1� �)(1� rk(p1))W (PLk(p1)) + �(1� rk(p2))W (PLk(p2))

= (1� �)EW ((p1)0jp1; k) + �EW ((p2)0jp2; k)

where this last equality obtains by collecting terms in (1 � �) and �, and then by applying the
de�nition of EW ((p1)0jp1; k) and EW ((p2)0jp2; k). Therefore, from (3) it follows

EW ((p�)0jp�; k) � (1� �)EW ((p1)0jp1; k) + �EW ((p2)0jp2; k):(4)

Thus, EW (p0jp; k) is convex. Now, note that rk(p�) can be expanded as

rk(p
�) = �k[(1� �)p1 + �p2] + �k[(1� �)(1� p1) + �(1� p2)]

= (1� �)[�kp1 + �k(1� p1)] + �[�kp2 + �k(1� p2)] = (1� �)rk(p1) + �rk(p2):

Hence, from (4) we can conclude

TkW (p
�) = (1� �)rk(p�)yHk + (1� �)(1� rk(p�))yLk + �EW ((p�)0 jp�; k)

� (1� �)[(1� �)rk(p1) + �rk(p2)]yHk + (1� �)[(1� �)(1� rk(p1)) + �(1� rk(p2))]yLk

+�(1� �)EW ((p1)0jp1; k) + ��EW ((p2)0jp2; k):(5)
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Next, by �rst collecting terms in (1� �) and �, and then by applying the de�nition of TkW (�),
it follows that the right-hand side of (5) can be rewritten as

(1� �)
n
(1� �)[rk(p1)yHk + (1� rk(p1))yLk] + �EW ((p1)0jp1; k)

o
+�

n
(1� �)[rk(p2)yHk + (1� rk(p2))yLk] + �EW ((p2)0jp2; k)

o
= (1� �)TkW (p1) + �TkW (p2):

Therefore,

TkW (p
�) = TkW ((1� �)p1 + �p2) � (1� �)TkW (p1) + �TkW (p2):

As the maximum of convex functions, TW (p) = maxk fTkW (p)g is convex if TkW (p) is convex,
k � 1. Finally, the convexity of V (�) and Vk(�) follows from a standard contraction mapping
argument. Q:E:D:

Multiple States and Signals

We present here a generalization of our main characterization result, Proposition 3 in the main
body of the paper, to the case in which the state of the world and the reward from each action
can take more than two values. We begin by �rst describing informally the structure we impose
on the decision maker�s problem in this more general case. Then, we formally prove our result.
It will be transparent from the analysis how, in light of our results in the main body of the paper,
our extension applies both to the single-agent and to the multi-agent case. Thus, without loss
here we only consider the single-agent problem.1

Preliminaries

As before, in each period the decision maker can choose one among N actions labelled by k.
For simplicity, we assume that the horizon is in�nite. Denote by �k the set of possible �types�
of action k and let � 2 �1 � ::: � �N � �. An element � = (�1; :::; �N) de�nes a state of the
world. For ease of notation, we denote the reward realized in any period t when the decision
maker chooses action k by yk, with yk 2 fy1k; :::; yRkg � Yk. We also denote an element of
Y = Y1 � :::� YN by y.
According to our characterization result in the two-state two-signal case, an optimal policy

prescribes that higher actions be chosen at higher beliefs. An extension of this result to the
case in which there are multiple states of the world and signals thus requires the introduction
of an order on states, beliefs, and actions in this more general setup. In particular, it will prove
critical to guarantee that Bayes rule preserves the order we introduce on priors. To this purpose,
we will also need to introduce an order on rewards that preserves in this more general setting
the property that, for a given prior, higher signals imply higher posteriors. In the baseline case,
this property was immediately implied by the restriction that yHk > yLk, given our monotonicity
assumption �k � �k.

1We build on the work of Camargo (2007) extending it to the multi-armed case and allowing arms to be
positively correlated. The proofs of his results that we extend are straightforward but tedious adaptations of his
arguments and are, therefore, omitted.
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Speci�cally, we �rst introduce an order on states so that the distribution of rewards from
any action in a �higher� state �rst-order stochastically dominates the distribution of rewards
from the same action in a �lower� state. Note that this property is the immediate analog of
the monotonicity condition �k � �k in the two-state two-signal case. Second, we order beliefs
so that, for any action, the �higher�an element of the n � 1 dimensional simplex is, the more
optimistic the decision maker is about the state of the world. To this purpose, based on the order
we introduced on �, we impose a stochastic order on the n� 1 dimensional simplex, the strong
monotone likelihood ratio (MLR) order. Such an order on beliefs implies the desired property,
that is, the greater the prior (in the strong MLR sense), the greater the �weight�beliefs place on
higher states of the world, and the more optimistic the decision maker is about the state of the
world. Third, we introduce a suitable order on the rewards from each action such that Bayesian
updating preserves the stochastic order we introduced on beliefs. We accomplish this in a series
of steps by:
(a) ordering any two elements of the state space so that the distribution of rewards from any

action in the �higher�state �rst-order stochastically dominates the distribution of rewards from
the same action in the �lower�state;
(b) introducing a notion of favorableness of rewards that orders rewards from any action in

a certain logsupermodular sense;
(c) introducing an order on signals so that �higher�signals are more favorable for all actions;
(d) by restricting attention to beliefs that are logsupermodular. This implies that:
(i) more favorable signals or higher priors (in the strong MLR sense) imply higher posteriors

(in the strong MLR sense);
(ii) higher priors (in the strong MLR sense) imply higher posteriors in the �rst-order stochas-

tic dominance (FOSD) sense. That is, if a prior is higher than another (in the strong MLR sense)
then for any action the unconditional distribution of the posterior obtained from the higher prior
�rst-order stochastically dominates the unconditional distribution of the posterior obtained from
the lower prior.
All together, this construction implies that restricting attention to logsupermodular priors,

our increasing di¤erence property for action-speci�c dynamic values holds if it holds for static
values. Thus, an optimal policy is monotone in beliefs.

Characterization of the Optimal Policy

Assume that � is a lattice, that is, a partially ordered set with unique least upper bounds and
greatest lower bounds. We begin by ordering any two elements of the state space so that the
distribution of rewards in the �higher�state �rst-order stochastically dominates the distribution
of rewards in the �lower�state conditional on any action being chosen. Formally, let �(�; k) be
a (full-support) probability measure on Y such that �(Ej�; k) denotes the probability that y
belongs to E when the state of the world is � and the decision maker chooses action k. As
before, let the decision maker�s uncertainty about the state of the world be described by the
prior p. Let also � denote the FOSD order. We de�ne the state �0 to be higher than the state
�, and denote this by �0 �� �, if, and only if, �(�0; k) � �(�; k) for all k. As mentioned, this
de�nition is the counterpart of our monotonicity condition in the two-state two-signal case.

De�nition 1 Let � and �0 denote two elements of �. Then, �0 �� � if, and only if, �(�0; k) �
�(�; k) for all k.
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We now introduce a notion of favorableness of rewards in the spirit of Milgrom (1981). We
denote by y0 �k y the fact that reward y0 is more favorable than reward y when the decision
maker chooses action k. In the de�nition we make use of the fact that for any two states � and
�0, � _ �0 denotes the componentwise maximum and � ^ �0 denotes the componentwise minimum.

De�nition 2 If y0; y 2 Y , then y0 �k y if, and only if, for all �, �0 2 �,

f(y0j� _ �0; k)f(yj� ^ �0; k) � f(y0j�0; k)f(yj�; k):

Next, we introduce an order on rewards such that �higher�rewards from any action that the
decision maker may choose are more favorable than �lower�rewards. In Milgrom�s terminology,
higher rewards from any action are good news about the state of the world.

De�nition 3 If y0, y 2 Y , then y0 �Y y if, and only if, y0 �k y for all k.

Based on De�nition 1 we can formulate the counterpart in this more general setup of assump-
tion (A2) in the two-state two-signal case. As in the main body of the paper, the purpose of this
assumption is to introduce a static order on actions based on complementarity between states of
the world and the decision maker�s actions.2

Assumption 1. For any �, �0 2 � such that �0 �� �, y(�0; k+1)�y(�0; k) � y(�; k+1)�y(�; k),
k = 1; :::; N .
Notice here the di¤erence between our environment and the one in Camargo (2007). First,

he restricts attention to two-armed bandits. Second, he only considers two-armed bandits that
display a form of negative dependence. That is, di¤erently from our De�nition 1, in his De�nition
1 he order states so that the distribution of rewards under one arm is higher (in a FOSD sense)
in the �higher�state than in the �lower�state whereas the distribution of rewards under the other
arm is lower (in a FOSD sense) in the �higher�state than in the �lower�state: formally, �0 �� �
if, and only if, �(�0; 1) � �(�; 1) and �(�; 2) � �(�0; 2). He also de�nes a reward to be �higher�
than another one if it is more favorable for one arm and less favorable for the other.
We restrict attention to prior beliefs that are logsupermodular and we order them according

to the strong MLR order, which we denote by �tp.3 Observe that a prior p is logsupermodular
if, and only if, p �tp p.
We rely on three crucial results, respectively Lemma 1, Lemma 2, and Lemma 3 in Camargo

(2007). We collect them in the next lemma. The �rst two results state that more favorable signals
or higher priors (in the strong MLR sense) imply higher posteriors (in the strong MLR sense).
The last result states that higher priors in the strong MLR sense imply higher posteriors also in
a FOSD sense. Equivalently, if a prior is higher than another (in the strong MLR sense) then for
any action the unconditional distribution of the posterior obtained from the higher prior �rst-
order stochastically dominates the unconditional distribution of the posterior obtained from the
lower prior. To this purpose, let q(p; k) denote the (unconditional) distribution of the updated
belief when action k is chosen and the prior is p. The update Pyk(p0) is de�ned analogously to
PHk(p) and PLk(p) in the two-state two-signal case.

2A stronger version of this assumption would obtain if all arms were of the same type but there were more
than two types.

3Recall the de�nition of strong MLR order. For this, let sp(p) denote the support of p and write �00 � �0,
where �0, �00 � �, if �00 �� �0 for all �00 2 �00 and all �0 2 �0. Then, for any p and p0, p0 �tp p if, and only if,
sp(p0)nsp(p) � sp(p), sp(p0) � sp(p)nsp(p0), and p(� ^ �0)p0(� _ �0) � p(�)p0(�0) for any �, �0 2 �.
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Lemma 1. The following holds:
(i) if p is logsupermodular, then y0 �k y if, and only if, Py0k(p) �tp Pyk(p) for all k;
(ii) if p0 �tp p and p0 or p is logsupermodular, then Pyk(p0) �tp Pyk(p) for all y and k;
(iii) if p0 and p are logsupermodular, then p0 �tp p implies q(p0; k) � q(p; k) for all k.
All together these results imply that when restricting attention to logsupermodular priors, our

increasing di¤erence property for action-speci�c dynamic values holds and the optimal decision
rule is monotone in beliefs. In particular, Lemma 1 under (ii) states that Bayesian updat-
ing preserves the logsupermodularity of beliefs, that is, if the prior is logsupermodular, only
logsupermodular posteriors can be reached. This result, in turn, is key to guaranteeing that
our increasing di¤erence property for the dynamic values from any two actions holds, that is,
Vk+1(p

0)� Vk(p0) � Vk+1(p)� Vk(p) if p0 �tp p.
We can now establish our characterization result in this more general environment. The proof

of the result is identical to the one in the two-state two-signal case in the main body of the paper,
with the exception that we now order priors according to the strong MLR order.
Proposition 5. Suppose p1 is logsupermodular. Then, if p is such that it is optimal for the

decision maker to choose action k at state p, then action k or higher is optimal at any state p0

such that p0 �tp p. Similarly, if p is such that it is optimal for the decision maker to choose
action k at state p, then action k or lower is optimal at any state p0 such that p �tp p0.
Proof: The proof proceeds analogously to the two-state two-signal case with the only di¤er-

ence that now priors are ordered according to the strong MLR order. As for the �nal step, note
that both terms in

(1� �)2 [y(p; k + 1)� y(p; k)] + �E1 [Tk+1W (p)� TkW (p)jp; 1](6)

are increasing in p. The �rst term is increasing by Assumption 1 and the fact that p0 �tp p
implies p0 � p. The second term is increasing because if Tk+1W (p)� TkW (p) is increasing, then
so is E [Tk+1W (p)� TkW (p)jp; 1]. This result follows because if p0 �tp p, then as established
in Lemma 1, the posterior under p0 �rst-order stochastically dominates the posterior under p.
Then, Uk [TW ] is increasing in p. This result completes the proof. Q:E:D:

An Illustration

We now present two examples that are meant to illustrate how our general setup nests known
models in the literature. We �rst consider a case with two states of the world but many signals
that can be interpreted as a multi-agent model à la Bolton and Harris (1999) in which the
only strategic interaction among decision makers is due to the actions and signals of any decision
maker being commonly observed by all other decision makers. Di¤erently from Bolton and Harris
(1999), here each decision maker plays a multi-armed bandit with multiple risky arms. We then
turn to consider a case with a continuum of states of the world and signals that corresponds to
the model analyzed by Gibbons and Waldman (1999).
Example 1: Two State Multiple Signal Case. Consider the same environment as the

one we have analyzed in the main body of the paper with the following modi�cation. Suppose
that each action k generates rewards y1k; :::; yRk, R > 2, with probabilities given by �2k; :::; �Rk
when the state of the world is �H and �2k; :::; �Rk when the state of the world is �L. Hence,
R di¤erent posteriors p0 are reached from a prior p when an action is chosen. Proposition 5
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immediately applies and allows to characterize each decision maker�s best-response.4

Example 2: Continuous State Continuous Signal Case. This application is from
Gibbons and Waldman (1999). They consider a model of job assignment within a �rm under
the assumption that the ability of worker i, �i, is unknown. Their framework allows for learning
and human capital acquisition. They assume that the prior about a worker�s ability is normal
and that rewards are also normally distributed. The expected output of worker i when assigned
to job j = 1; 2; 3 in period t is

yijt = dj + cj(�it + "ijt)

where �it = �i = �i is the worker�s time-invariant ability (in the pure learning version of their
model) and "ijt is a noise term drawn from a normal distribution with mean 0 and variance �2.
Note that since �2 does not vary across jobs, jobs are equally informative about ability. Their
framework is, thus, a special case of ours. Let zit = �it+"ijt be the signal used to updated beliefs
and �eit = �

e
it = E(�ijzi1; :::; zit�1) denote the expected ability of worker i in period t. Let also �0

be the value of � that solves d1 + c1� = d2 + c2�. Similarly, let �00 be the value of � that solves
d2 + c2� = d3 + c3�. Then, both in the static and dynamic version of their model, an optimal
assignment policy implies that worker i be assigned to job 1 if �eit < �

0, to job 2 if �0 � �eit < �00,
and to job 3 if �eit � �00.
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4Note that a decision maker�s best response and equilibrium policy di¤er in the �switching boundaries� at
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